Chapter 11: Conclusion
1. Introduction

In this final chapter we provide an overall view of our research. We consider results in relation to the goals we set for our investigation. Over the course of the work, we made a number of methodological improvements. Indeed, critical evaluation of one study to improve the methodology of the next was a recurrent theme in our experimentation. So as we summarize our main findings, we will also highlight these improvements. 

We can identify three distinct stages in our work: We began with preliminary classroom explorations and then moved on to more focused correlational studies of classroom learners. These led to the final stage which involved examining individual learners' growth using case study methodology. We will follow this chronological progression in the discussion below, beginning with the early exploratory experiments.

2. The first stage: Exploratory studies
Our main goal throughout has been to provide strong, substantial evidence for the claim that reading promotes L2 vocabulary growth. Although previous L2 studies had shown that learners acquired a few new L2 vocabulary items through reading, we felt that the evidence was too slight to be very convincing.  

The starting point for our initial explorations was work by Nagy and his colleagues (1985, 1987) that described incidental vocabulary growth in probabilistic terms. They conceptualized incidental acquisition as a learning event that occurs once every X times a reader encounters new vocabulary items in context. It follows that more reading should lead to more encounters and therefore to more new word learning. We started out supposing that this would be simple to demonstrate, and our first experiment tested the following basic assumption: We expected that L2 learners who read more texts would experience greater vocabulary gains than those who read fewer. We tested this hypothesis by looking for an association between numbers of stories learners read during an extensive reading course and pre-post differences on a test of vocabulary size. 

When results failed to provide evidence of a clear connection between amounts of reading and increases in numbers of words participants knew, we concluded that the hypothesis was probably sound but that there must have been problems with our experimental method. We recognized that the measures we used in this first experiment were inexact and that we had little control over amounts of reading our learners accomplished during the experimental period. This concern for more accurate measures and close experimental control became a major theme in our work. 

In order to address the problem of lack of control over sources of reading input, we limited the scope of our second exploration to a single classroom reading event. And instead of using a general measure of vocabulary knowledge, we focused our testing more narrowly on words that occurred in a short experimental text about tigers. This experiment showed that the learners acquired new word knowledge as a result of reading the experimental text, but the mean gain in the group amounted to just over one word. 

We realized that this study suffered from the same problem we had observed in similar L2 experiments by Pitts et al. (1989), Day et al. (1991) and others: Such small outcomes hardly amount to convincing evidence of incidentally acquired word knowledge. Although the work by Nagy and his colleagues (1985, 1987) led us to expect numbers of incidentally acquired words to be small, we were concerned that tiny gains of just one or two items could be easily explained away as flukes or artifacts of poor experimental design. 

At this point, we became interested in investigating incidental vocabulary acquisition on a larger scale. It seemed clear that word learning gains consistent with the strong claims for the power of reading to impart new vocabulary knowledge (e.g. those made by Krashen, 1989) could only emerge from experiments that gave participants many more opportunities to meet new words in context and many more opportunities to demonstrate their knowledge than most studies had offered so far. Increasing the scale of investigations became another major theme in our work.

In our experiment with the text about tigers, we had attempted to test the effects of increased exposure to new words. We found that two targets that were recycled three times in the passage were learned by more of the group than some other targets that occurred just once. We decided to continue our endeavor to show that more reading exposure leads to more vocabulary learning by investigating the learning effects of multiple reading encounters with new words. However, as outlined above, we felt it was important to do this in a larger kind of study — certainly much larger than the tigers experiment with its short 600-word reading and 20 target items.  This led to the second phase of our experimentation in which we investigated classroom learners who read not hundreds but thousands of words.

3. The next step: Correlational studies
We used Ferris's (1988) study as a model for our next investigation of L2 vocabulary acquisition through reading. We were interested in her experiment because it used a large reading treatment (a novel) that offered participants many opportunities to acquire new words incidentally. However, we were concerned about the experiment's lack of control over other sources of exposure to the target words, and we took great care to carefully control the conditions under which our Omani participants read a simplified version of The Mayor of Casterbridge.  Measures such as reading the novel aloud to the students so that all would have exposure to the entire reading treatment and collecting the texts so that they could not be reread at home helped ensure that the experimental exposure was the sole source of learning gains. 

This experiment succeeded in meeting one of the aims of our investigation: It provided clear and convincing evidence that frequent text exposures to new L2 words facilitated incidental learning. The correlation between the numbers of times a target occurred in The Mayor of Casterbridge and the numbers of learners who gained knowledge of the target amounted to .44. The study showed that roughly half of the learners who did not already know an item learned it as a result of reading the text  — if the item had been recycled eight times or more in the text. Learning results were much less consistent for items that occurred fewer than eight times. 

However, this result was based on a small number of frequently repeated items. In the entire text of the simplified novel, only six unusual words that the learners were unlikely to already know were recycled eight or more times. We realized that natural texts like our simplified novel do not recycle large numbers of unusual words often; thus opportunities for learners to benefit from frequent encounters with new words are severely limited.

We decided to try to address this frustrating situation by preparing a reading treatment that would offer more encounters with unusual words than are normally available in authentic texts. We edited reading materials so that eight of the target words were recycled five, six or seven times in a relatively short body of text (a set of newspaper articles). Test results indicated that our Hong Kong learners acquired a small amount of new vocabulary through reading the special texts (fewer than two words) but there was no correlation between the number of times a word had occurred and the number of students who acquired its meaning. We concluded that the frequent encounters offered in the edited texts were probably not frequent enough to affect learning outcomes. It was also clear that classroom conditions were difficult to control; the participants may have had other exposures to the target words which may have obscured the effects of encountering them in the newspaper texts.

These problems caused us to radically rethink the way we were administering reading treatments and testing word learning in our experimentation. In order to understand the effects of frequent reading exposures to new vocabulary, we needed to be able to closely observe the learning effects of a large number of encounters with a large number of new words under carefully controlled conditions. We were also concerned that our multiple-choice tests were not sensitive enough to register the frequency effects we were interested in measuring. 

4. The final phase: Case studies

We began this phase with the pilot testing of a new type of measure (Chapter 6). We found that it was possible to test readers on dozens of words that occurred in a text using a four-part ratings scale that allowed them to register degrees of confidence in their knowledge of target items. Trialling of the innovative measure with a Montreal learner of German showed that it captured a large increase in partial knowledge of words — learning that more traditional measures would not have been able to detect. 

We also found that we could arrive at more powerful conclusions by choosing test targets more systematically than in previous experiments. Choosing a sample of words that occurred two, three and four times in a text allowed us to extrapolate from a participant's test performance and apply rates of learning to all of the many the items in the reading treatment that occurred in the two-to-four frequency range. Thus it was possible to conclude from our pilot studies that participant E learned about fifty words as a result of reading a German novella, a more substantial incidental word learning gain than we had seen before. We realized that it would be possible to test readers on not just dozens but hundreds of words that occurred in a text using the "sureness" ratings. Clearly, the new methodology had the potential to help us gather sizable amounts of growth data to analyze.

The trialling also demonstrated the usefulness of the case study approach. We found that using the sensitive testing technique outlined above with just two individuals produced a great wealth of detailed incidental growth data that allowed us to examine learning processes closely. A case study approach also meant that we would be more able to control the effects of troublesome factors such as non-treatment exposure to target words. For these reasons, we decided to leave classroom experimentation behind and proceed with fine-grained studies of individual language learners.

Next, we considered how we might test the effects of many encounters with new words. We opted for an unusual intervention that allowed us to closely monitor the impact of each successive reading encounter with new words in context: We asked participants to read and reread the same text many times — ten times in the case of participant R and eight times in the case of participant W — and to take a word knowledge test some days after each reading. We tested their knowledge of 300 singletons, target words that occurred only once in a reading treatment. Selecting singletons (instead of choosing words that occurred several times as we had done in the pilot study) allowed us to examine the process of acquiring new words through multiple exposures in a highly systematic way. That is, we were be able to assess the learning effects of a single reading encounter, the effects of a second encounter and a third, so on up to the eight or ten encounters that have been associated with high chances of incidental learning success (according to work with L1 learners by Saragi et al., 1978).

Our first study using the new test and the repeated readings design showed that the increase in the number of items R rated "definitely known" after a single reading encounter amounted to only five words. If we apply this gain to all the singletons that occurred in the German novella he read, we have a basis for claiming that he learned about ten new words through reading the whole 9500-word text once. Although this may seem unimpressive, it is important to point out that R acquired a great deal of partial word knowledge as a result of reading a German novella and meeting the targets once. 

Eventually, R learned a great deal of new vocabulary as a result of reading the novella. By the end of the experiment (after ten reading exposures), only 39 of the 300 words remained unknown and R "definitely knew" 66 more words than he reported knowing at the outset. If we apply this result to all the singletons that occurred in the novella, we can conclude that he learned over a hundred new words through repeated text encounters. (Though this estimate must be revised downwards to reflect the fact that R provided correct translation equivalents for most but not all of the items he had rated "definitely known".) 

Perhaps the most intriguing findings of the case study emerged when we used a matrix format to represent changes in R's ratings of the 300 targets. The matrix showed that rather than steadily accumulating, R's growth was unstable and nonlinear. That is, an item rated "definitely known" early in the experiment did not necessarily stay "definitely known" throughout. While the growth pattern indicated that R registered many increases in his knowledge of words, there was knowledge loss (as well as some stasis in the system). Thus the new methodology made it possible to observe how incidentally acquired knowledge developed over the course of repeated text exposures to words. In the case of R, it appeared that the process involved both accumulating and revising knowledge of words. 

We also found that the growth pattern established after R had read the novella once proved to predict subsequent gains and losses surprisingly well. Thus, in addition to shedding new light on the character of the incidental learning process, matrix modeling appeared to be able to capture complex individual and text factors in a way that produced reasonably accurate predictions of eventual word learning outcomes. We were interested to see whether these intriguing results would emerge again in an experiment with a different reader and a different text.

In the case study  of W, the reading treatment was an illustrated comic book text; we expected that picture support would facilitate the incidental acquisition of new words. W's initial learning gains were very impressive. After reading the text once, W rated 37 more words "definitely known" than he had on the pretest, and reading one more time resulted in an addition gain of 45 words. If we apply these results to all of the singletons in the 6000-word text, we can conclude that W learned well over a hundred new words by reading the comic book twice. W may be an exceptional learner, but this result testifies to the amount of growth that can be achieved when conditions for learning are good. The goal of demonstrating substantial incidental word learning gains was definitely met in this instance, and it is encouraging that so much was achieved by reading the text twice — a task that teachers might reasonably require of classroom readers.

By the end of the experiment (after eight readings of the comic book), W "definitely knew" 141 more words than he reported knowing at the outset. If we apply his result to all of the singletons in the text, it appears that W may have learned as many as 300 new words through encountering them repeatedly. Again this estimate must be revised downwards slightly to account for incorrect translations of words rated "definitely known", but the sizable results in this experiment suggest that the illustrated text provided an excellent resource for incidental acquisition.

Representing these gains as a growth matrix confirmed the patterns we had observed in R's learning. The process of incidental vocabulary acquisition was again shown to be unstable and complex. Though accumulation featured prominently in W's learning, not all targets proceeded steadily towards ever higher ratings. Ratings often followed a hilly profile, suggesting that W was revising some of his word knowledge, much as we saw in R's learning. Thus we have converging evidence that characterizes incidental acquisition as learning through hypothesis testing — an account that is consistent with information-processing accounts of L2 acquisition.

The matrix based on W's gains after a single reading encounter proved to be a strikingly accurate predictor of subsequent growth. Thus there is confirmation of the ability of matrix models to capture the complexities of individual growth patterns.

Further analyses of R and W's learning data indicated that frequent reading encounters made a unique contribution to learning. Meeting new words often contributed to making them learnable independent of text characteristics that might be expected to facilitate incidental word learning such as good picture support for meanings or helpful sentence contexts. Although some words remained unknown after eight or ten encounters, most of the words that were unknown at the beginning of the studies had moved into higher knowledge categories by the end. There is no doubt that meeting the words often contributed to these learning results

5. Conclusion 

Thus, the thesis findings and the extensive and detailed studies of R and W's learning in particular, lead us to conclude that providing L2 learners with opportunities for frequent text encounters with new words is of paramount importance. Although R and W's impressive gains may have occurred because they are gifted and motivated learners who had unusual amounts of exposure to an unusual number of new words, the potential benefits for ordinary L2 readers are clear. Repeated reading techniques and other classroom activities that ensure multiple exposures to new words can be expected to provide substantial returns. 

We can safely say that we have provided unequivocal evidence for our initial premise that more exposure to new vocabulary in context results in more incidental vocabulary learning. We have demonstrated that gains need not amount to mere handfuls of newly acquired words. Indeed the experimental innovations used in the studies of R and W made it possible to show that they acquired knowledge of hundreds of new words though reading. However, a critical reader might raise the objection that these results were to be expected. It is hardly surprising that experiments of greatly increased scale led to more substantial learning results than were found in earlier smaller studies. It would be strange if using more sensitive measures to test much larger numbers of systematically selected targets did not produce much more evidence of incidental vocabulary growth.

Our response would be that the claim made for the powers of reading to impart new L2 vocabulary knowledge was vastly out of proportion to the evidence supporting it, and that better evidence more in proportion to the size of the claim was long overdue. Furthermore, the innovative methodology used to substantiate the claim provided valuable new insights into the incidental acquisition process. Contrary to what we might expect, matrix modeling reveals that incidental growth is not a slow accumulation of more and more knowledge. Instead, it proves to be a dynamic process of constant gain, loss and revision. Acquiring new word knowledge through frequent text encounters follows patterns that more traditional research approaches could not have identified

Matrices offer the possibility of seeing vocabulary growth in a fresh new way. We expect future investigations using matrix methodology to lead to many more discoveries about the way L2 learners acquire new vocabulary knowledge.




