Chapter 8: Testing the matrix model 

1. Introduction

The case study of R reported in the previous chapter showed that a matrix captured key features of a learner's incidental vocabulary acquisition process. Plotting R's word growth ratings as a matrix revealed his rate of learning and showed that change tended to occur in small increments. The matrix also revealed that R's learning involved gaining, revising and regaining word knowledge rather than simply accumulating it in a linear fashion. The initial growth matrix also proved to be a fairly accurate way of representing his potential for future growth: When we used changes in ratings after R read the text once to predict the changes that could be expected to occur if he continued to read and learn at the same rate, the matrix-based predictions matched R's reported growth surprisingly well. 

The chapter ended with a question about the replicability of this finding, and the main purpose of this chapter is to test the matrix model. That is, we will see whether the growth reported by a different learner reading a different text results in a matrix that accurately predicts his subsequent learning. But first we will consider whether using a matrix to predict incidental growth makes sense: Why is this particular model suited to the investigation of learning new words through reading?

1.1 Why the matrix model?

Meara (1997b) has pointed out that growth models of any type have been scarce in L2 vocabulary acquisition research. Positing a model of some sort is important because it sets a useful investigatory process in motion: Proposing that L2 acquisition proceeds according to a particular pattern means that the pattern can be tested for its fit to the phenomenon to be explained. If experimentation reveals that the model does not fit the data, it can be rejected in favor of another model, or the model can be revised and re-tested in an effort to arrive at a better fit, following the falsification sequence that Popper (1968) sees as the driving force of scientific inquiry. Eventually, a model that has survived a number of falsification attempts can then be exploited for its explanatory powers, and, in this case, for its pedagogical applications. 

The preliminary findings with R's matrix give us a hint of what this might mean. We saw that ratings tended to move forward to higher levels after a single textual encounter, but that a few words were rated lower, and there was evidence that the pattern of a small backward movement within a larger forward trend continued over the ten readings. 

This pattern seems consistent with an information-processing account of language learning which identifies three main learning processes: accretion, tuning and restructuring (Rumelhart & Norman, 1978). The movement of some words to definitely known status with just one reading suggests an accretion process whereby R simply added the new items to his existing system. Such items might have been concrete nouns with straightforward L1 equivalents, words recognized to be cognates, or forgotten items suddenly remembered. But in other instances, R's knowledge increased one step at a time with an item moving from "not sure" to "think I know" before finally arriving at "definitely known." This tuning or refining of partial knowledge appears to have played an important role in R's learning. The movement of a few items back to lower knowledge levels seems indicative of the third type of learning in the information processing scheme: restructuring. In these instances, integrating new knowledge into the existing system appears to have involved rejecting old hypotheses (and eventually forming new ones). Thus, we can propose that continued and repeated exposure to comprehensible input 'works' for L2 lexicon building because it offers the learner not only the opportunity to create and refine new form-meaning associations but the opportunity to revise them as well.

The matrix model's capacity for indicating movements between several different knowledge levels or states makes it well suited to capturing all three types of process. Admittedly, the four states we have worked with so far have not been fully operationalized; that is, we do not know exactly what kinds of information R had about words he rated "not really sure" or "think I know." Indeed, there is no reason to assume that the four discrete knowledge states have any psychological reality. Yet a model that conceptualizes learning as movements between a limited number of states has important advantages. For one, it builds on the concept of vocabulary growth as a progression through stages of partial knowledge, a process delineated in an experiment by Nagy et al. (1985) but not explored further in their work. Also, a four-state model is able to track growth from different starting points (some words start off at "don't know" status, others at "not sure" or "think I know"), something that is not possible in a model that envisions growth as movement along a single continuum. 

The continuum model has been influential in current thinking about vocabulary learning. According to this model (or, more aptly, this metaphor), L2 vocabulary acquisition is seen as movement along a line or continuum with passive/receptive knowledge at one end and active/productive knowledge at the other (e.g. Palmberg, 1987). Meara (1997b) argues that there are fundamental problems with this metaphor. For one, the assumption that knowledge of an item progresses steadily towards accurate and full productive use is flawed. Common experience suggests that some unusual items are destined never to become words that we use productively, although we may readily recognize their meanings. 

However, the main problem with the continuum metaphor is that it has not been articulated in a way that leads to falsifiable hypotheses. To illustrate the difficulties of applying the metaphor experimentally, let us consider an L2 learner who knows, say, 100 words at levels of knowledge represented by many different points along the continuum. After one learning event, we can assume that a large portion of the 100 items will have moved to other points along the continuum — to as many as 100 new positions if all items were affected. This presents us with rather unwieldy data and it is clear that tracking such movements would become increasingly complex with further learning events. In addition, there is the problem that the end status of items along a single continuum cannot indicate how growth occurred. If, for instance, 10 words are found to be at the level of knowledge represented by the midpoint, does this mean that the learning event caused all 10 words to move forward to this point, or have 5 moved forward to join 5 others that have fallen back from some more advanced state? Clearly, the metaphor does not present us with a straightforward way of constructing experiments to test its usefulness.

Using a matrix model to detail L2 lexical growth was first suggested by Meara (1990); a later paper by Meara and Rodríguez Sánchez (1994) proposes using the model to predict the outcomes of vocabulary learning through reading. This work emphasizes several important features of the model. As we have seen, adopting a discrete state model in which each vocabulary item is deemed to be in one of a small number of states allows us to conceptualize vocabulary knowledge as movement between these states. Plotting these movements in a matrix format, as we did in the experiment with R, made patterns of both learning and attrition easy to detect. And importantly, the matrix lends itself to experimental verification. Since the matrix shows the probability of an item in any one state moving to a different state after a learning event, we can easily determine the numbers of items expected to be in each state after another learning event. We can then compare these predicted outcomes to actual learner performance to see if the initial pattern we have delineated holds true in subsequent learning events. In other words, the model presents us with a way of finding out how well it fits learner data. How we might verify a continuum model is far less clear.

1.2 What do matrix models predict?

A further argument in favor of using matrices to model incidental vocabulary growth is the fact that they produce psychologically plausible long-term growth profiles. What is the profile we might expect from a learner who encounters new words repeatedly in context? Work by Saragi et al. (1978) suggests that ten reading encounters can have a significant learning impact, and the Mayor of Casterbridge study reported in Chapter 4 found that unknown words that were met eight times stood a good chance of being learned. Thus, it seems reasonable to assume that the most dramatic changes — the most building of new form-meaning associations and most revising of old hypotheses — will occur with, say, the first ten text exposures. With further exposures, the learner may refine word knowledge and perhaps make the odd new discovery, but learning activity seems likely to taper off as the learning opportunities available in a text are exploited. Certainly, it is reasonable to think that there are limits on how much word knowledge a particular learner could gain from the text support on offer in a particular reading, and that eventually, the learner would achieve all the growth that was possible to achieve with that resource.

What exactly does the matrix model predict? To answer this question, we have reproduced the predictions generated by the matrix for R's learning (the experiment reported Chapter 7) in Table 8.1. Note that we have iterated the matrix beyond the ten read-and-test cycles that R actually performed to show the predicted results of reading the text twenty times. If we compare predictions for the early stages of learning in the top half of the chart (posttests 2-10) to the predictions for later stages in the lower half (posttests 11-20), it is apparent that the model does indeed predict that the most change will occur in the early stages. In fact, R's matrix predicts that after the eighth read-and-test cycle, changes to the total numbers of words in the various states will amount to no more than one or two items. Thus, the model's predictions are consistent with expectations of how learning through encountering words in context proceeds; the profile is also congruent with the standard curve for practice effects identified by learning theorists (e.g. Anderson, 1990). 

Meara (1990) has noted that this initial burst of activity is a consistent feature of matrix predictions. He also points to the fact that all matrix predictions eventually reach a point where there is no further change in the system at all. Table 8.1 shows that in the case of R, this stabilization occurred at the fifteenth cycle. That is, even if we continued to iterate the matrix indefinitely, it would continue to predict the same figures of 55 words at level 0, 24 at level 1, 84 at level 2 and 137 at level 3. Meara (1990) emphasizes that this stabilization does not mean that there are 137 words in state 3, and that those same 137 words stay there forever. Rather, it means that the number of words moving out of state 3 is balanced by the number of words moving back into it. Thus, the matrix model is plausible because it predicts the leveling off that we would expect and because it represents learner lexicons as fluid structures that change, not ones that are rigid and inflexible.

Table 8.1

Matrix predictions for 20 read-and-test cycles

	
	
	Level
	0
	1
	2
	3



	Posttest
	2
	
	94
	30
	81
	95

	
	3
	
	84
	29
	83
	104

	
	4
	
	76
	28
	84
	112

	
	5
	
	70
	27
	84
	119

	
	6
	
	65
	26
	85
	124

	
	7
	
	63
	25
	85
	127

	
	8
	
	60
	25
	85
	130

	
	9
	
	59
	25
	84
	132

	
	10
	
	58
	24
	84
	134

	
	11
	
	57
	24
	84
	135

	
	12
	
	57
	24
	84
	135

	
	13
	
	56
	24
	84
	136

	
	14
	
	56
	24
	84
	136

	
	15
	
	55
	24
	84
	137

	
	16
	
	55
	24
	84
	137

	
	17
	
	55
	24
	84
	137

	
	18
	
	55
	24
	84
	137

	
	19
	
	55
	24
	84
	137

	
	20
	
	55
	24
	84
	137


1.3 Summary 

In this introductory section, we outlined a number of reasons why the capacity of matrix models to predict incidental vocabulary growth merits further investigation. For one, the experiment with R shows that a matrix displays complex information in a simple way. Growth and attrition effects at several different levels of knowledge are presented in a manner that clearly reveals the overall patterns. Secondly, the model contains a built-in research agenda: the matrix generates testable predictions using a simple mathematical procedure. The model also produces long-term growth profiles that are consistent with the course we would expect the process of incidental learning to follow, and the model's credibility is further enhanced by its ability to capture the fluid character of interlanguage development. 

But plausibility is not enough to justify adopting the model— we still need to demonstrate that it works across many instances of learning. In the experiment reported in the last chapter, the matrix model predicted R's learning fairly accurately. But can this success be replicated? To answer this important question, we turn to an experiment that tests the model with a different learner reading a different kind of text in a different language.

2. Testing the matrix model: report of a case study

2.1 Research questions

This experiment is similar in design to last chapter's case study of R. Again, a participant (whom we will refer to as W) used a ratings scale to assess his knowledge of words that occurred one time only in a text that he read repeatedly. As before, we are interested in the learning impact of a single reading encounter and the effects of multiple encounters, so the first two questions are as follows: 

How much new word knowledge does a learner acquire from reading a text and encountering words once?

How does incidentally acquired word knowledge develop over time? Specifically, what happens when the learner encounters new words a second time? A third time? Many times?

As discussed, an important goal of the experiment is to test the matrix model. That is, we are interested to see which growth patterns emerge when we represent W's growth as a matrix and whether, like R's, they are consistent with the information-processing account of language learning outlined above. So we will examine W's matrix to see whether his knowledge also tended to grow by small increments rather than sudden leaps forward, and whether within the larger forward movement there was again some revising of word knowledge. 

In addition, we will test the model's predictive powers. That is, we will determine whether the learner's vocabulary knowledge continued to grow at the rates we observed when he read the text for the first time. If the results of multiple readings match the predictions generated by the initial growth matrix, we will be in a better position to claim that the matrix model is a reliable representation of the incidental vocabulary growth process. Thus, the third and fourth questions are as follows: 

Which patterns does W's growth follow? Does change tend to occur incrementally and to what extent does W revise earlier hypotheses?

How well does an initial growth matrix predict the participant's subsequent learning? Can a matrix predict attrition?

Finally, in addition to seeking validation of the model, we will use the longitudinal, incremental framework to test an acquisition hypothesis. L1 research by Elley (1989) and L2 studies by Brown (1993) and Neuman & Koskinen (1992) identify image support as a significant factor in the incidental acquisition of new words. So in contrast to the study with R, an illustrated text was used in this experiment. As before, the participant read and reread the same text repeatedly and was tested on a large number of targets that occurred only once in the text. But since the written contexts were accompanied by pictures, we can hypothesize that there was added support for word learning. Whether or not this was the case is addressed by the following research question:

Is there evidence that text plus pictures was a better resource for incidental vocabulary learning than text alone?

2.2 Method

In this study a learner of Dutch read a story-length comic book once a week for eight weeks, following the experimental design used with R in Chapter 7. Several days after each of the eight readings, the participant took a test of 300 unique items that appeared in the text. As before, this procedure provided a series of measurements that were used to answer the research questions. The participant, materials and procedures are described in detail in the sections that follow.

2.2.1 Participant

The participant in the case study, W, is a 52-year-old native speaker of English. W is a skilled language learner and knows several European languages; he is interested in improving his Dutch for professional reasons. W has taught himself some Dutch, mostly through reading and travel in Holland, but he has never been instructed in the language and he has not studied other Germanic languages. His knowledge of Dutch can probably be rated as intermediate with some unusual vocabulary from his specialist field of work. 

2.2.2 Materials: Reading treatment and word knowledge tests 

The text used as the reading treatment and the source of target words for learning was a Dutch version of "Tenderfoot," a 6000-word comic book story in the Lucky Luke series (De Bevere & Goscinny, 1976). The story details the initiation of an English aristocrat and his butler to the ways of the Wild West with the help of their new cowboy friend, Lucky Luke. The story is told almost entirely through dialogue and pictures with occasional lines of narration. Most pages have 9 or 10 frames with an average of 15 words per frame, so there is ample picture support for vocabulary learning. 

To locate all the words that occurred only once in the story (singletons), the entire text was typed into a computer and entered into a frequency-count program (Cobb, 1994). Choosing suitable targets for testing from the list of singletons the computer produced presented several decision points: Forms that occurred once were not included as potential targets if other members of the same word family had appeared; thus vriendelijk (friendly) was disqualified because vriend (friend) and vriendschap (friendship) also occurred. Noun-noun compounds which are written in Dutch as one word, e.g. staljongen (stable boy), were considered to be single lexical units and were included on the target list even if their component parts (stal and jongen) appeared elsewhere in the text. Verbs that appeared in the story as past tense forms or participles were entered on the target list in their base form: e.g., gedaald became dalen (to decrease). Multi-word verbs, which are common in Dutch, were often spread over a sentence or clause in the text; for example, lastig vallen (to bother) appeared as "Niemand valt de tenderfoot meer lastig," (Nobody bothers the tenderfoot anymore). To avoid testing whole clauses, these too went on the list of potential targets in their base forms. The analysis outlined above identified 617 potential targets; 300 of these were chosen at random for use in the experiment. (See Appendix H for a complete list.)

A computer program called MLex (Meara, 1997a) presented the 300 target words in random order and recorded the participant's responses. When a target item appeared on the screen, W rated his knowledge of the item by clicking one of the four labeled buttons on the screen, corresponding to the following scale:

Table 8.2

Four-part ratings scale

0 = I definitely don't know what this word means

1 = I am not really sure what this word means

2 = I think I know what this word means

3 = I definitely know what this word means

As in the experiment with R, the decision to have W simply rate the words rather than demonstrate knowledge of them was part of the overall strategy to keep his awareness of the target words at a minimum and preserve, as much as possible, the conditions of incidental learning. A check requiring W to provide English translations of words was done after the experiment was completed.

2.2.3 Procedure 

To arrive at a baseline measurement of W's knowledge of the targets before he read the text that contained them, he assigned each of the 300 words one of the "sureness" ratings shown above. Then, a week later he read the "Tenderfoot" text for the first time in a single sitting without referring to a dictionary. Four days after reading, W tested his knowledge of all of the target words again, following the same computerized procedure for rating the words. Every week for seven more weeks, W repeated the process of reading the text on Saturdays and testing his knowledge of the words four days later — just as R had done. 

The decision to read the text eight times (instead of the ten readings R did) was based on the Mayor of Casterbridge study reported in Chapter 4 where words that were encountered eight times were found to stand a good chance of being learned incidentally. Also, since R's scores did not change much after the seventh reading, there was reason to think eight readings were sufficient to capture experimental effects of interest. Ten weeks after W had read Lucky Luke: Tenderfoot for the eighth and last time, he took the word test again so that patterns of attrition could be observed. At this time he also completed a translation test on items he had rated "definitely known" on the last two of the weekly tests. 

As in the experiment with R, we represented changes in W's word knowledge before and after he read the text for the first time as a matrix. The matrix was then used to predict the number of words in each of the four knowledge states after each subsequent reading. Such sets of results are known as vectors. The procedure used in this and the previous experiment to generate vectors for a series of read-and-test cycles can be summarized as follows: 

1. Test the learner’s knowledge before the treatment (time 0).

2. Test the learner’s knowledge after the treatment (time 1).

3. Calculate a probability matrix on the basis of scores derived in steps 1 and 2.

4. Iterate the matrix; that is, multiply the time 1 vector by the matrix. This produces a new vector which predicts the distribution of the words at time 2.

5. The last step can be repeated as often as needed: each time the output of the iteration is multiplied by the matrix to give a further output vector.

In this case, we iterated the matrix seven times so that we had a prediction for each of W's eight readings of Lucky Luke from the second reading onwards. But before we consider the predicative abilities of W's initial growth matrix, we will examine how the multiple readings affected his word knowledge over the course of the experiment.

2.3 Results

2.3.1 What does a single encounter achieve?

W's ratings on the pretest indicated that he was in a position to learn a great deal of new vocabulary from reading the text. W rated only 82 of the 300 target words “definitely known” (level 3) before he read the Lucky Luke text; this amounts to about a quarter of the total (82 ÷ 300 = .27). W's pretest knowledge of 82 "definitely known" items is strikingly similar to R's pretest starting point: he assigned this rating to 80 of 300 test targets. W assigned a 0 rating (definitely don't know) to 114 words; this is also roughly comparable to the 136 items R assigned to this category. Thus, the two participants appear to have had similar amounts of pretest knowledge of target words.

W's results after reading Lucky Luke for the first time (shown in Table 8.3) indicate substantial changes at the high (level 3) and low (level 0) ends of the rating scale. There was a dramatic rise in the number of words assigned "definitely known" from 82 on the pretest to 119 on the posttest — an increase of 37 items. By contrast, R assigned only 5 more items to this level after reading Der Besenbinder once. W's  37-word gain represents 17%  of the total of 218 words not "definitely known" on the pretest (37 ÷ 218 = .17); that is, about 1 of every 6 words not fully known on the pretest was learned to "definitely known" criterion as a result of reading the illustrated text once. This result stands in marked contrast to the study of R, where 1 word in 50 moved to level 3. 

Table 8.3

W's pretest and first posttest word knowledge ratings (n=300)

	
	Pretest

(before 

reading)
	Posttest 1

(after reading 

Lucky Luke
once) 

	
	
	

	0 (don’t know)
	114
	81

	1 (not really sure)
	50
	51

	2 (think I know)
	54
	49

	3 (definitely know)
	82
	119




Change in the number of words rated unknown was also dramatic. On the pretest, W assigned 114 items to level 0. After one reading, this figure was reduced by 33 items to 81. This amounts to a decrease of 29%  (33 ÷ 114 = .29); in other words, about 1 unknown word in 3 moved from unknown status to some higher level as a result of reading the text and meeting new words once. In the study with R, 1 unknown word in 5 moved to a higher level. 

Table 8.3 uses a standard columns format to show the total numbers of items that reached each of four states before and after a single reading of the text. However, reporting the data in this way can be misleading. The table shows that totals in the middle categories (levels 1 and 2) remained relatively stable at around 50 items, in contrast to the large changes at levels 3 and 0. This gives the impression that items moved directly out of level 0 and into level 3, bypassing the partial knowledge stages. That is, the table leads us to believe that W's word knowledge growth did not follow the step-by-step process through stages of partial knowledge identified by Nagy et al. (1985) and confirmed as the predominant pattern in R's learning. 

But, in fact, it is possible that W's growth did proceed in a more gradual fashion: Perhaps the items moving out of the middle categories and up to level 3 were replaced by new items moving in from level 0. Perhaps there were downward movements into and out of the middle categories as well. The point is that the posttest column in Table 8.3 cannot inform us about the nature W's learning because the totals tell us nothing about movements into and out of a particular knowledge state. The column can be seen as representing positions along a path or continuum that starts at level 0 and ends at level 3, with each total being a bundle or heap of items at one of the four points along the way. The problem is that although we know the total number of items in each heap, we do not know whether a heap is made up of many or few newly arrived items or whether the new items came from near or from far. Table 8.3 highlights the inadequacy of representing vocabulary growth as a continuum and points to the advantages of using the matrix format, which details exactly where the words in a particular knowledge state were before and after a learning event. 

The true nature of W's learning (large leaps or gradual increments?) will become evident when we examine W's initial growth matrix in a later section. But first, we will address the second research question about the effects of multiple encounters with words as W read Lucky Luke repeatedly. 

2.3.2 What happens with repeated encounters?

Numbers of words assigned to the various knowledge levels over the course of the experiment are shown in Table 8.4. As one would expect, W’s knowledge of the 300 words grew as he read and reread the text. The state 3 column shows a steady increase in numbers of words rated "definitely known" with each new reading, while the state 0 column presents a corresponding picture of declining numbers of words rated "not known" (with a slight aberration after the sixth reading). Numbers of words rated 1 (not sure) and 2 (think I know) also appear to generally decrease over the eight-week period, though the pattern is less consistent. 

Table 8.4
W's ratings results before reading and after each of eight readings

	
	Level
	0
	1
	2
	3

	pretest
	
	114
	50
	54
	82

	posttest 1
	
	81
	51
	49
	119

	2
	
	72
	27
	37
	164

	3
	
	57
	33
	37
	173

	4
	
	48
	30
	41
	181

	5
	
	40
	30
	39
	191

	6
	
	43
	26
	31
	200

	7
	
	39
	24
	28
	209

	8
	
	30
	20
	27
	223


The graphic presentation of the W's progress (see Figure 8.1) highlights the striking increase in numbers of words reported as "definitely known" after just one reading (37 items) and the even greater increase that occurred after the second reading (45 items). This finding has pedagogical implications: Much as we saw in the study of R, it appears that a substantial amount of word learning can be achieved by reading an L2 text just one more time. In this study, a third reading was also very beneficial. From the third reading onwards, growth in the "definitely known" category continued but in smaller amounts; the profile suggests that if the participant continued to be exposed to the input, gains would probably continue but would become smaller as the number of words available for learning decreased and the resources of this particular text were exhausted . 

After eight readings, W rated 223 words as "definitely known," up 141 from the pretest figure of 82. That is, about two thirds of the original total of 218 items not rated "definitely known" reached "definitely known" status after ten readings (141 ÷ 218 = .65). The translation test after the eighth read-and-test cycle showed that W's claims to definitely knowing words were well founded. W provided correct translation equivalents for 85 per cent of items that had been identified as 'definitely known' on both of the last two posttests. Even with some downward adjustment to take incorrect knowledge into account, it is safe to say that W acquired correct form-meaning associations for well over a hundred new items as a result of reading Lucky Luke repeatedly. 

Figure 8.1 

W's pretest ratings and posttest results for each of 8 readings (n = 300)



However, as we saw in the study of R, meeting a new word many times did not guarantee that it would be fully learned. In this experiment, some words remained at level 0, 1 or 2 (that is, they were still not rated "definitely known") even after eight readings. But the numbers of words W assigned to these lower categories dwindled to relatively small figures over the course of the experiment; the total after the eighth reading amounted to only 77. Thus, the final results indicate that in most instances, the contexts surrounding unknown words — in this case, written contexts or picture support or both — were useful to W in the process of learning meanings. Certainly, the case studies of R and W both show that contexts are more useful in the process of incidental acquisition than some researchers have thought possible (e.g. Beck, McKeown and McCaslin, 1983). Perhaps increased familiarity with the events of the story over the course of repeated readings (i.e. improved understanding of the larger context) helped the learner to exploit the sentence and picture contexts more successfully than would be the case in most "normal" reading. 

In the next section, we identify patterns in W's growth through text encounters. Two notable characteristics of R's growth were a tendency to proceed by small increments and a considerable amount of backwards movement within the overall movement forward. We will determine whether these features were also present in W's learning. 

2.3.3 Patterns in W's learning

2.3.3.1 Was it incremental?

To examine W's growth for evidence of progress by increments and to determine the extent to which he revised word knowledge, we plotted his pretest and first posttest results as a matrix (shown in Table 8.5). We can begin to answer the question about increments by looking at the first row of the matrix which contains the figures 75, 27, 9 and 3. These figures show how the 114 words W rated 0 (definitely not known) on the pretest were distributed after he read Lucky Luke for the first time. That is, the figure of 75 in the first cell at the intersection of the state-0 row and the state-0 column tells us that 75 words rated 0 on the pretest remained in this state on the first posttest. The second cell in this row shows that 27 of the 114 — a substantial portion of the total — moved forward just one step to level 1 (not really sure) status after W met them once in the text. So already we have evidence that W's growth did indeed proceed by increments. 

Looking across the whole row, we see that the third and fourth cells, which represent movements of 0-level words into level 2 (think I know) and level 3 (definitely know), contain relatively small figures. In other words, these cells show that few words "skipped" a knowledge level. In fact, the fourth cell, which contains the figure of 3, indicates that only 3 words moved all the way from level 0 to level 3 status with just one reading of the text. Clearly, most of the movement of 0-level words was just one step forward, that is, into level 1 (27 vs. 12 items). 

Table 8.5

W's performance matrix for pre- and posttest 1 (n = 300)

    

        After 1st Reading

	
	Level
	0
	1
	2
	3

	
	
	
	
	
	

	
	0
	75
	27
	9
	3

	Pre-

Test
	1
	4
	20
	20
	6

	
	2
	2
	4
	13
	35

	
	3
	0
	0
	7
	75


So the impression given in Table 8.3 of a large movement of items from level 0 straight to level 3 is clearly wrong. Further evidence of the incremental nature of W's word learning comes from the third row in Table 8.5 that shows the distribution of the 54 words rated level 2 (think I know) on the pretest. The last cell in this row tells us that a large proportion of these (35 items) moved up to one stage to level 3. So although the total number of words in the middle, partial-knowledge categories (levels 1 and 2) was the roughly the same before and after reading (as indicated in Table 8.3), the matrix reveals that, in fact, many words moved into these states while many others moved out. This is information that simply cannot be obtained from data represented as totals at points along a continuum as in Table 8.3.

2.3.3.2 Was there restructuring?

Did W revise his pretest hypotheses about the meanings of words after he read the text? To answer this question it is useful to divide W's matrix in three sections, as we did in the discussion of R's matrix in the previous chapter. Again, we have drawn a diagonal bar from the upper left corner of the matrix to the lower right (see Table 8.6). This bar contains cells with numbers of words that stayed at the same knowledge level before and after reading the text. Large numbers occur at the ends of the diagonal bar. That is, the cell at the intersection of the 0-row and the 0-column indicates that many unknown words stayed unknown, much as we might expect. Similarly, the cell at the intersection of the last row and the last column shows that many words already known on the pretest remained known. 

Table 8.6
W's matrix for pre- and posttest 1 divided into static, gain, and loss sections (n = 300)

    

        After 1st Reading

	
	Level
	0
	1
	2
	3

	
	
	
	
	
	

	

	0
	75
	27
	9
	3

	Pre-

Test
	1
	4
	20
	20
	6

	
	2
	2
	4
	13
	35

	

	3
	0
	0
	7
	75


The data pertinent to answering the question about relative amounts of forward and backward movement in the system can be found in the triangular sections above and below this bar. The figures in the upper triangle represent all forward movements in the system, i.e. movements from lower to higher knowledge levels. The lower triangle contains the figures for movements from higher knowledge levels to lower ones. If we compare figures in the two triangular sections, we see that most of the figures in the upper triangle are larger than those in the lower section. In fact, all of the figures in the lower triangle are single digit figures and there are two zeros. Thus, it is clear that there is only a minor amount of movement backward in W's learning and considerable forward momentum. Revision of previously attained knowledge does not appear to feature greatly in W's word learning process. 

The relatively minor role for revision and restructuring in W's vocabulary growth becomes evident if we compare W's matrix distributions to R's. Points of similarity and difference are more readily apparent if we compare probabilities in the two participants' matrices rather than the raw data. To arrive at W's probability matrix, we express the figures in the cells of his raw data matrix (Table 8.5) as decimal proportions. That is, we convert the performance data into decimal proportions following the procedure outlined in Chapter 7 whereby we calculate the proportion of the total number of words each cell represents. For instance, the first cell of W's raw data matrix tells us that 75 of the total of 114 words rated 0 on the pretest remained at this level on the posttest. This amounts to 65.8%  of the total (75 ÷ 114 = .658), so the first cell of the new proportional matrix (Table 8.7) is .658. This procedure was repeated to calculate values for all cells of the proportional matrix which is shown in Table 8.7.

Table 8.7 

W's matrix for pre- and posttest 1 with distributions expressed as decimal proportions (n = 300)




After 1st Reading

	
	Level
	0
	1
	2
	3



	

	0
	.658
	.237
	.079
	.026

	Pre-

Test
	1
	.080
	.400
	.400
	.120

	
	2
	.037
	.074
	.241
	.648

	

	3
	.000
	.000
	.085
	.915


Table 8.8
R's matrix for pre- and posttest 1 with distributions expressed as proportions




After 1st Reading

	
	Level
	0
	1
	2
	3



	

	0
	.698
	.125
	.162
	.015

	Pre-

Test
	1
	.290
	.290
	.291
	.129

	
	2
	.094
	.076
	.528
	.302

	

	3
	.012
	.025
	.175
	.788


As our examination of W's raw data matrix leads us to expect, the distributions in the triangle beneath the no-change bar in W's decimal proportions matrix (Table 8.7) are very small. If we compare them to the figures in the same section of R's matrix (Table 8.8), it is clear that backward movements featured far more strongly in R's first cycle of learning than they did in W's. For instance, the first cell in the second row of Table 8.8 shows regression for almost a third (29%) of the items R originally rated level 1. By contrast, the largest backward movement in W's learning is in the next-to-last cell of Table 8.7 where we see that under a tenth (8.5%) of the items W rated level 3 on the pretest later slipped back to level 2. 

Comparison of the upper triangular sections in the two tables shows that W's learning was characterized by powerful forward movements. The figure in the last cell of the third row of W's matrix is strikingly large. There we see that two thirds (64.8%) of the words initially rated level 2 moved into level 3 after W read Lucky Luke once. No comparable figures can be found in R's growth sector. Thus, the two matrices appear to capture two very different learning profiles, one that features a large amount of knowledge revision and another where this plays only a minor role. We saw in Chapter 7 that R's initial growth matrix produced surprisingly good predictions of his subsequent learning outcomes. It will be interesting to see if W's very different matrix can predict his later results as successfully.

2.3.4 Testing matrix predictions

2.3.4.1 Do growth predictions match performance?

To arrive at a set of predictions for W's second reading of Lucky Luke: Tenderfoot and each of the six read-and-test cycles that followed, we iterated the matrix shown in Table 8.7 seven times. The iteration procedure is described in detail in Chapter 7 and summarized in the experimental procedures section of this chapter. The predictions generated by the matrix and W's performance data are shown in Table 8.9.

The congruence between the predictions for eight readings in Table 8.9 and the performance data is readily apparent. The matrix calculations predict overall growth with most of the 300 words moving into the definitely known (state 3) column by

Table 8.9
Matrix-based predictions for readings 2 - 8 (n = 300)

	
	Level 0
	1
	2
	3



	Reading 2
	60
	44
	49
	147

	3
	45
	35
	47
	173

	4
	34
	28
	45
	193

	5
	27
	23
	42
	208

	6
	21
	18
	41
	220

	7
	17
	15
	39
	229

	8
	14
	13
	37
	236


the eighth reading and relatively few words left in the other categories; this is similar to the learning reported by the participant. The similarity in final figures for

words definitely known is striking: the matrix predicted that there would be 236 — W assigned 223 items to this category. The correlation between matrix predictions for numbers of words rated definitely known and the numbers of words W actually assigned to this category (state 3) over the eight readings was high (r = .96, p < .001). The close correspondence between predictions and performance can be seen in top part of Figure 8.2. 

The correlation of predicted and actual ratings in the "definitely not known" category (state 0) was also high (r = .97, p < .001). No correlation was found between actual growth and matrix predictions in the less definite middle categories (states 1 and 2) but differences are not large (see Figures 8.2 and 8.3). Generally, the matrix appears to predict growth well throughout, with especially good predictions for the third, fourth and fifth readings. In the study of R, predictions corresponded closely to performance for states 0 and 3 but the matrix underestimated R's level 1 performance and overestimated his level 2 performance. By contrast, W's matrix appears to have predicted outcomes at all levels fairly closely. Therefore, the results of this second case study confirm the matrix as a potentially useful and accurate way of modeling the incidental vocabulary growth process. In the cases of two very different learners, matrices were found to fit the data surprisingly well. 

Figure 8.2

Predictions and performance: "definitely known" and “think I know” ratings





Figure 8.3
Predictions and performance: "not really sure" and "definitely don't know" ratings





2.3.4.2 What does an attrition matrix predict?
As expected, testing of the 300 words 10 weeks after the participant's final reading of Lucky Luke indicated that some knowledge loss had occurred. W reported 198 words as being definitely known, whereas at the end of the eight-week reading treatment he had assigned 223 words to this category. The results of this delayed posttest were entered into an attrition matrix, and the changes which had occurred were used to calculate attrition rates, following the same procedures used to predict growth. When the attrition probability matrix was applied repeatedly to hypothetical attrition results, the figures were found to stabilize at 16 iterations. These endpoints predicted that in the absence of any further exposure to the words or the text, W would retain only 127 of the definitely known items after 16 ten-week intervals. 

Given that 16 ten-week periods amounts to over three years, this predicted loss squares with common sense. The prediction that despite considerable losses W would still know more than the 82 words he reported to be definitely known at the beginning of the experiment seems credible too. How close to the mark might the 127-word retention figure be? It would be useful for materials writers and curriculum planners to know, especially if it proved possible to identify numbers of repetitions and lengths of intervals between readings that lead to minimum amounts of loss over time. Experimentation using matrices to predict attrition hold the promise of being able to address this important issue. 

In the absence of performance data, the 127-word figure is mere speculation, but it is worth noting that the probability matrix produces long-term forecasts that conform to common sense expectations. This along with the demonstrated ability of the matrix to accurately predict short-term growth in studies of two rather different learners suggests that it has potential for becoming a useful tool for predicting the course of learners’ vocabulary development. 

2.3.5 Are pictures better?

One way to get a sense of whether a text with pictures was a richer resource for incidental vocabulary learning than a text with no pictures is to compare the learning results of reading Lucky Luke: Tenderfoot, an illustrated comic book, to the results of reading Der Besenbinder, an unillustrated text. However, any conclusions drawn from such a comparison must be treated with caution since there were also other differences between the two studies which may have affected the learning results. For instance, in addition to the picture factor, we know that one participant read a shorter text in Dutch while the other read a longer one in German. Other factors that may have affected the outcomes of the experiment include differences in the participants' long and short term memory capacities, their levels of prior knowledge of the L2, the word learning strategies they applied, and their risk-taking behaviors on tests. 

Figure 8.4
Picture support for hooivork from Lucky Luke: Tenderfoot 

Yet it is interesting to note that although both participants reported nearly the same amounts of knowledge of the 300 target items at the outset, after eight readings of the unillustrated text a total of 170 items remained at level 0, 1 or 2, while only 77 remained at these levels after eight readings of the illustrated comic book. Given the size of this difference, it is reasonable to suppose that the support offered by pictures may account, at least in part, for the stronger learning results.

There is also anecdotal evidence that the illustrated text was a useful resource for word learning. In his learning log, W reported that he exploited the illustrations for information about meanings and that he eventually developed vivid picture associations with certain words. He noted that the pictures clarified items for him in a way that would probably not have happened with text support alone. An example was the word hooivork (literally hay fork) which occurred in a frame showing a stable boy carrying a pitchfork (see Figure 8.4). Thus, the pictures may have functioned as a sort of picture dictionary for many of the targets. Certainly, in the comic book format, the picture-to-text ratio is high; in Lucky Luke: Tenderfoot, the average number of words per illustrated frame was only 15. Encountering short stretches of text accompanied by closely associated picture contexts seems likely to have constrained the meanings that the unknown words could possibly have in a useful way. 

3. Discussion

In this case study an L2 learner was shown to make sizable incidental vocabulary gains. Just one reading encounter with new words in Lucky Luke led to a substantial amount of new vocabulary knowledge. Results indicate that W rated 37 more items "definitely known" after reading the text once. This 37-word gain is even more impressive if we extrapolate from the 300-word set of test targets to the total of 617 lemmas that occurred only once in the text. Since this total is more than twice as large as the sample randomly chosen for testing, we can safely conclude that about double the figure of 37, i.e. about 75 words, moved to "definitely known" status as a result of reading the 6000-word illustrated text and meeting new words once.

The chances that W would pick up new words knowledge from a single reading encounter were relatively high. The total number of items W rated not known or only partially known at the outset of the experiment amounted to 218 of the 300 test items. Thus the movement of 37 items into definitely known status after the first reading represents a gain of 17% (37 ÷ 218 = .1697) or a pick-up rate of about 1 word in 6. This is considerably higher than the rate of 1 in 50 R achieved as he read a challenging literary text with no pictures. Although individual learner characteristics may account for this discrepancy, the size of the difference strongly suggests that texts with picture support for word meanings offer substantial incidental word learning benefits.

Encountering words often clearly facilitated a great deal of learning. At the outset of the experiment W rated 82 items "definitely known" but after eight reading exposures to the targets, the figure had risen to 223 — a learning gain of 141 items. If we extrapolate from the 141-item gain based on the 300-word sample to all 617 words that occurred in the text only one time, we can conclude that R "definitely knew" almost 300 new words as a result of meeting the words eight times, an impressive figure indeed. Even if this figure must be revised downwards to around 250 to account for the fact that not all of W's translations of "definitely known" items were accurate, reading was clearly a powerful word learning experience for W. Milton and Meara (1995) have calculated that instructed language learners typically pick up knowledge of about four new L2 words per hour of class time. By contrast, W, who spent about eight hours reading Lucky Luke (one hour each week for 8 weeks) appears to have learned around 30 new words per hour (250 ÷ 8 = 31.25).

Thus the study provides powerful evidence of L2 vocabulary growth through multiple reading encounters. It is possible that in this particular experiment, learner, text and picture variables combined to create exceptionally good conditions for incidental acquisition. Nonetheless, W's acquisition of hundreds of new words speaks to the large amount of learning that can be achieved through extensive reading in an L2. At long last, Krashen's (1989) strong but unsubstantiated claims for the power of incidental processes appear to have been substantiated here — albeit it in a single case.

In addition to documenting the products of incidental acquisition on an unprecedented scale, the innovative methodology used in the study of W (and R) provided intriguing new insights into the process of acquiring new word knowledge through reading. Using matrices to model growth over successive exposures to words in context revealed that multiple reading exposures tended to result in substantial amounts of new knowledge but growth patterns were complex. Rather than accumulating steadily, gains proved to be very unstable and very non-linear. The finding that the matrices succeeded in accurately predicting eventual learning outcomes resulting from these complex interactions points to the usefulness of matrix modeling as a research tool in future investigations. 

4. Conclusion
In this chapter, we reported an in-depth single subject case study, and showed that incidental vocabulary growth is neither  stable nor linear. In the next chapter we will discuss the theoretical implications of these findings. Then we will consider directions further investigations using the matrix model might take.

PAGE  
201

