Chapter 7: Tracing the Effects of Multiple Encounters
1. Introduction

This chapter describes an investigation that uses the testing and design innovations we piloted in the last chapter to explore the incidental learning effects of multiple reading encounters with new L2 words. We begin by summarizing the findings of the pilot study. 

1.1 Review of the pilot study
In the last chapter we described a new way of testing vocabulary growth that was specially suited to investigating incidentally acquired word knowledge. We devised a self-report ratings scale that minimized testees' pre-reading awareness of the items targeted for learning and was sensitive to small increments of growth. Trialling with two learners showed that the new technique succeeded in solving a major problem that had hampered earlier investigations: insufficient opportunities for learners to demonstrate their incidentally acquired word knowledge. We tested dozens of words in the two case studies — many more than in most previous studies — and it was clear that it would be possible to test hundreds of items efficiently using the self-report ratings scale. 

Another innovation was the sampling technique we used to select test items from the experimental texts. Selecting targets in a more systematic and representative way than had been done before meant that the learning results formed a credible basis for estimating the extent to which the readers learned many other untested items. Test results indicated that participant E learned the meanings of around 50 new words and gained partial knowledge of many more. Prior to this experiment, comprehension-focused reading had been assumed to be an important source of new word knowledge, but no study had managed to demonstrate that incidental word learning actually happened to any non-trivial extent. 

At the end of the chapter we noted that the sampling technique offered the potential to test the effects of multiple encounters with new words in a new, more powerful type of experiment than we have seen so far. 

1.2 Two possible avenues

We outlined two possible ways of testing the frequency factor, both using the technique of selecting large numbers of targets that occur a particular number of times in a reading treatment. One idea was to compare learners' incidentally acquired knowledge of words of several different text frequencies. For example, we might identify large numbers of items that occurred once, twice, three and four times in a text and analyze readers' incidental gains in these four exposure categories. In other words, we could conduct an experiment something like Rott's 1999 investigation which compared the effects of two, four and six exposures on learners' acquisition of six German words — but on a much larger scale, with dozens or even hundreds of words in each exposure condition. 

However, it seems likely that such an experiment would simply reveal that more reading exposures to new L2 words are more conducive to learning than fewer exposures — a finding for which a convincing case has already been made in the Mayor of Casterbridge study reported in Chapter 5. Obviously, there is merit in confirming the effects of frequent encounters in more powerful experiments that test L2 readers on hundreds of items, but we believe that the other option we mentioned holds more interesting possibilities. 

This option involves testing learners on their knowledge of a large number of words that samples one frequency level in a reading treatment instead of several. Let us suppose that we select targets from a list of all the words that occur X times in a text. Then we could use the gains learners achieved through reading the text as a baseline for comparison to results after they read the text again and encountered the words X more times. Unlike the first model in which learners have varying amounts of exposure to targets in a single reading event, this design involves reading a text once and then again later. This has the advantage of allowing us to observe how incidentally acquired knowledge develops. It offers the possibility of answering intriguing questions about the learning process such as: What happens to word knowledge that a reader initially judged to be incomplete? Are X encounters enough to make such partially known words more fully known, or are another X exposures needed? To what extent are words not known after X exposures known after 2X exposures? Do words that a reader rates "definitely known" after X reading encounters remain known after 2X encounters? These are just a few of the many questions that investigations using this model could explore.

Clearly, the model holds the promise of meeting important goals of the thesis. We have been interested in delineating the word learning effects of L2 reading in a way that captures the true scale of its impact and is more consistent with the strong claims that have been made for power of reading. The pilot studies showed that this was possible using the new measurement technique that allowed us to test a large number of target words. But the main goal of the thesis is to detail the importance of frequent text exposures in learning new L2 words through reading. The proposal outlined above makes this possible. By selecting a large number of targets that sample a particular text frequency and assessing knowledge gains after repeated readings of a text, we should be able to test the frequency factor on an unprecedented scale. In addition to producing a large quantity of growth data to analyze, the proposed design also allows us to explore changes in the quality of learners' incidentally acquired knowledge. That is, because the new measure is sensitive to increments of growth, we should be able observe how additional exposures contribute to knowledge gains.

In the next section we present a more detailed proposal for an experiment following the model we outlined broadly above.

2. Proposal for investigating the effects of multiple reading exposures to L2 vocabulary

2.1 Design of the experiment

Previous research tells us that encountering words repeatedly is a significant causal factor in acquiring new word meanings. The Mayor of Casterbridge  study reported in Chapter 4 showed that about half of the learners who did not already know the meaning of target words were able to identify corrects definitions of items they had encountered eight times or more. The experiment by Saragi et al. (1978) showed that most of their participants tested learned words they had encountered ten times or more. Research into the probabilities of a word being learned from a single reading encounter confirm the importance of multiple reading encounters. Nagy and his colleagues (1985) have determined that the chances that an L1 reader will pick up knowledge of a new word from a single reading encounter are about 1 in 10. Our analysis of L2 learners in Chapter 5 identified a similar figure of 1 in 13. Thus these probabilities suggest that ten encounters with an item should substantially increase the chances of it being learned (although learning is obviously not guaranteed). For these reasons, we propose to test the learning effects of ten reading encounters with new words. 

To do this we might analyze our reading treatment and identify a large number of items that occur five times. We could then pretest participants and test their knowledge of targets after they read the text once and again after they read it a second time. With five exposures to targets in the first reading and five more in the second, they would have encountered the words the proposed ten times. However, the problem with this scenario is that lists of words that are recycled five times tend to include a large number of common words most L2 learners would already know, even if the texts are rather large like the ones we analyzed in the previous chapter (around 30,000 words). Generally, a more reliable source of unusual words that intermediate L2 learners would probably not already know is the list of words that occur once or twice in a text. 

For this reason we decided to consider testing words that occurred only once in an experimental text. This has the advantage of allowing us to trace the effects of each successive exposure to the words in context. As we outlined above, pre-testing a participant on several hundred "singletons" (items that occur once in a text) would produce a large set of baseline data which we could then compare to performance after the participant reads the text again. The posttest after the first reading would indicate incidental growth resulting from a single reading encounter, the second round of reading and testing would shows the effects of two encounters, and so on for ten rounds. This would allow us to investigate the effects of repeated textual encounters systematically and in detail.

Admittedly, requiring participants to read the same text ten times is an unusual procedure. We could opt to test words that occurred twice in a text over five rounds of reading instead; this somewhat less radical intervention would still allow us to explore the effects of ten exposures. However, we are interested in the possibility of isolating repetition effects from the effects of context support, and testing singletons makes this possible. The advantage becomes clear if we consider a learner who rates a word 0 (I don't know this word) on a word knowledge pretest and then meets it twice in two different parts of a reading treatment. If he then rates the word "definitely known" on the posttest, we cannot be sure why this happened. Was the word acquired because the reader learned a little more each time he saw it, or because one of the two contexts was especially helpful? If, on the other hand, we trace changes in knowledge of words met repeatedly in the same contexts, we are in a position to make claims about the impact of repeated reading encounters that are not confounded by context effects.

It seems likely that with repeated testing of the same targets, learners in such experiments would become increasingly aware of some of the targets. They might then give these words special attention when they encountered them in texts, and this would compromise the incidental character of learning in the experiment. While this is a distinct possibility, the self-report ratings test focuses a minimum of attention on targets, much less than tests that require participants to demonstrate their knowledge (e.g. a translation test). To further diminish the intentional learning threat, we propose to test several hundred items — many more than the 81 and 140 items used in the trialling of the technique in Chapter 6. It is still possible, of course, that participants may notice test targets in their reading and give them special attention, but this seems likely to be a small proportion of the total. And, as pointed out in Chapter 4, we can decrease the impact of intentional learning by ensuring that there are intervals of at least a few days between testing and reading so that the target words are less likely to be remembered and recognized. 

Requiring participants to read the same text repeatedly and testing them again and again on hundreds of words makes the design rather unsuitable for use with large numbers of subjects in language classrooms. Since it requires cooperative persons willing to do the repeated readings in a disciplined way, the design seems better suited to in-depth case studies. An advantage of studying individuals is that this approach allows us to examine small incremental changes in incidentally acquired knowledge, subtle changes that might be obscured in classroom experimentation using mean scores to make broad generalizations about groups. Of course, interesting findings resulting from exploratory investigations of individual cases could eventually be tested with larger groups of participants. Another argument in favor of a case study approach comes from the pilot studies of the testing technique discussed in the previous chapter. There we saw that the technique is well suited to the purpose of exploring small increments of an individual's lexical growth and that a single testee provided a wealth of detailed data to explore. 

2.2 But is it ecologically valid?

It is clear that experimentation in the proposed manner represents a shift away from normal language learning conditions to more laboratory-like settings. We recognize that conditions in the proposed design do not resemble "real" reading experiences. Indeed, the idea of meeting each new word again ten times in the same context might be seen as a weakness of the model, since experience tell us that in normal reading, some words are met often and others hardly ever, and we tend to meet them in different contexts. Certainly, it is true that the repeated readings model does not simulate the process of learning new words through the multiple encounters on offer in a single event such as reading a newspaper. Indeed, we have seen that very few of the words likely to be new to an L2 reader are recycled as often as ten times, even in a full length novel. 

But if we view an experimental text as a sample of the reading that a language learner might do over a period of study in a language course, and think in terms of just one or two rereadings, then the connection to real classroom learning settings is more evident. Repeated reading experiments can inform us about the usefulness of having students read more of such texts or the same text again. 

However, the real relevance of the model becomes clear if we view reading an experimental text as many as ten times as a systematic way of simulating a learner's incidental word acquisition process over the entire course of learning an L2. Let us consider the case of intermediate L2 learners who have already learned most of the words commonly used in speech. For such learners the greater part of the L2 word learning task lies ahead: many fairly common words still remain to be learned, along with many more unusual ones. Knowledge of almost all of these words will be acquired through reading since there are too many to be learned in class or looked up in a dictionary. So, except for the extremely unusual words, we can safely assume that the learners will indeed meet these words again and again as they continue to read in the L2 over a period of months and years, perhaps over a lifetime. Thus the repeated readings design allows us to examine a key causal factor (repeated textual encounters), in a way that offers a window on the long-term process of incidental vocabulary acquisition. 

In summary, experiments using the proposed model can provide a basis for making pedagogical recommendations about how many readings of a particular text or set of texts is useful to learners, but importantly, they also have the potential to take us beyond isolated reading events to reveal the nature of the incidental learning process itself. 

3. Investigating the incidental learning process

3.1 Research questions

The main goal of the experiment is to use the proposed multiple-readings design to investigate vocabulary growth over many reading encounters. But the one-occurrence criterion for the selection of target words provides a unique opportunity to investigate the effects of encountering a large number of target items just once. This is the focus of the first research question. 

As we mentioned earlier, a series of meticulous experiments by Nagy and his colleagues has shown that the chances of acquiring knowledge of a new word in a single text encounter are low. One study (Nagy et al., 1985) indicated that fairly good readers can be expected to retain the meaning of just 1 in every 10 new words they encounter in a text. Another study of average readers showed that the probability was considerably lower: mean results indicated that participants learned about 1 new word in 20 (Nagy et al., 1987). But, as we discussed in the literature review in Chapter 3, studies of L2 vocabulary acquisition have not been methodologically adequate to the task of investigating incidental pick-up rates for new words met once and have tended to overestimate probabilities. For instance, results reported by Dupuy and Krashen (1993) indicate a mean pick-up of about 1 in 5 target words, a rate that seems improbably high. Investigating many instances of single encounters with new words under the proposed conditions should be able to provide a more convincing answer to the L2 pick-up rate question. It will also establish a basis for comparisons with the effects of more frequent textual encounters, which is the main concern of the investigation. Thus, the first research question is as follows: 

How much new word knowledge does a learner acquire from reading a text and encountering words once?

The second question addresses growth over the course of ten readings of the same text. The decision to have the participant do ten readings was based on research by Saragi et al (1978) suggesting that learners could reliably be expected to pick up the meaning of new words they had encountered ten times or more. 

In addition to testing this finding, the multiple readings design allows us to closely examine the effects of two or three encounters with new words. This text frequency range is of pedagogical importance for two reasons. First, the idea of several readings of the same material has classroom credibility. While reading the same text ten times would be an onerous task, we might reasonably require learners to read a text twice, or perhaps a third time, each time with a different objective. Secondly, the analysis of German texts in Chapter 6 suggested that in natural texts of typical extensive-reading assignment size, items that occurred two, three or four times represented a potentially important learning zone: Words in this text frequency range tended to be less common words and therefore good candidates for learning, and they made up a substantial portion of the total number of lemma types in the text. 

The second question is as follows: 

How does incidentally acquired word knowledge develop over time? Specifically, what happens when the learner encounters new words a second time? A third time? Ten times?

The idea that multiple readings simulate the process of acquiring word knowledge through exposure to L2 input over the course of an entire language learning experience is reflected in the final research question about patterns in the data:

Does incidental vocabulary learning in this case study proceed according to an identifiable pattern?

We can assume that more and more words will become known as the participant reads and rereads the experimental text. This could make it easier to learn other new words because contexts around unfamiliar items become increasingly clear. Thus we might see a continuing upwards trend in the growth. But it is also possible the growth will level off as numbers of unknown words available for learning decrease. The patterns that emerge should give insights into the more general process of building an L2 lexicon from repeated exposures to new words in the real linguistic environment. Results will also reveal whether growth is stable. That is, we will be able to determine the extent to which newly acquired words stay known.

3.2 Method

In this study, a learner of German read a novella once a week for ten weeks following the design proposal discussed earlier in this chapter. Several days after each of the ten readings, the participant took a test of 300 unique items that appeared in the text. This procedure provided a series of measurements that were used to answer the research questions.

3.2.1 Participant

The participant in the case study is R, a 54-year old native speaker of English. R is a skilled language learner and a fluent speaker of French. His knowledge of German is intermediate. Because of his Pennsylvania background, he has had some exposure to Pennsylvania Dutch, a spoken German dialect, and he knows some German words that occur in religious texts, but he has never been instructed in the language. R wants to learn more German for the purposes of personal enrichment. He is interested in German culture and would like to improve his ability to understand radio and television broadcasts.

3.2.2 Materials: Reading treatment and word knowledge tests 

The text used as a reading treatment and the source of the target words for learning was Der Besenbinder von Rychiswyl (The broom maker of Rychiswyl), a 9,500-word novella by  nineteenth-century Swiss author Jeremias Gotthelf. The novella tells the story of a poor man whose honest toil and good deeds are eventually rewarded by great wealth. Choosing the text involved showing R a few pages of a similar text by the same author. R reported that he was interested in reading this kind of story and that the level of language was challenging but manageable. Thus, the text met Krashen's (1989) i + 1 criterion for input that facilitates incidental learning. That is, the text exposed the learner to many new language features embedded in comprehensible contexts. R found that he was able to read the entire Besenbinder text in about two hours. He appeared to be enthusiastic about his reading task and reported enjoying even the tenth reading of the story. 

Since the experimental design calls for repeated assessment of a large number of items, it was important to streamline the testing as much as possible. Therefore we opted for a computerized format. A program was developed to present 300 target words in random order and record the participant's responses (Meara, 1997a; Cobb, 1999). When a target item appeared on the screen, R entered a "sureness" rating by using the arrow keys, which were programmed to correspond to the following scale: 

Table 7.1

Four-part ratings scale

I know this word... 

0 = not at all

1 = not really sure

2 = I think I know it

3 = I definitely know it

This is similar to the four-part scale used in the trialling of the testing format which was described in detail in Chapter 6. As before, exactly what R was expected to know about a word given a particular rating was not specified. R reported that he was able to complete the computer test in about 15 minutes. The screen that R saw as he rated the words after each reading of Der Besenbinder is shown in Figure 7.1.

Figure 7.1

Computer screen showing word-knowledge test format and a sample Besenbinder item



At the end of the reading phase of the experiment, a second type of test was administered. R was asked to demonstrate his knowledge of words rated 3 (definitely known) by providing written translation equivalents.

3.2.3 Procedures

In order to identify target words to test, the entire text of Der Besenbinder was entered into the frequency count program EspritdeCorpus (Cobb, 1994). Prior to this, the text had been downloaded in machine readable format from the Gutenberg Project (http://gutenberg.aol.de/autoren/gotthelf.htm). The purpose of the frequency procedure was to identify all words that occurred only one time in the text. Although the program quickly identified any form that occurred only once, the list of forms had to be checked by hand for variations of the same lemma. For instance, the word geheiratet (married) appears only once in the text but since heiraten (to marry) appears several times, geheiratet did not qualify as a singleton and had to be excluded from the list. This procedure identified a total of 563 words; of these, 300 were randomly chosen to be used as targets for testing. The 300 targets are listed in Appendix G.

A baseline for later comparisons was established by having R rate his prior knowledge of the 300 words. Two weeks after this pretest, R read Der Besenbinder for the first time on a Monday. On the following Friday, he rated his knowledge of the words again. He then read the story for a second time the next Monday and tested himself on the following Friday, regularly repeating this weekly cycle until he had read the story a total of ten times. The time lapse of a few days between testing and rereading was intended to reduce the possibility of recognizing the targets while reading. This appears to have been successful as R reported that he rarely recognized a target word as he read the text. R did not consult a dictionary as he read, and he avoided any other contact with German (e.g. radio programs) during the course of the experiment. As mentioned, R also completed a translation test at the end of the experiment. He was asked to provide a translation equivalent for all words he had rated 3 (definitely known) on the ninth and tenth posttests.

3.3 Results

3.3.1 What does a single encounter achieve?

R's ratings on the pretest indicated that he was in a position to learn a great deal of new vocabulary from reading the text. He rated only 80 of the 300 target words “definitely known” (level 3); this amounts to a quarter of the total (80/300 = .27). R's posttest results (shown in Table 7.2) indicate a substantial amount of change in the ratings, but not at the definitely known level. Only five more words were assigned to this level after reading Der Besenbinder. Although a great deal of partial word knowledge was acquired, it is clear that encountering new words once in context did not lead to much change at the highest level of word knowledge. The 5-word gain represents only 2% of the total of 220 words not definitely known on the pretest (5/220 = .02); that is, 1 new word in 50 was learned to "definitely known" criterion.

Table 7.2
R's pretest and first posttest word knowledge ratings (n=300)

	
	Pretest

(before 

reading)
	Posttest 1

(after reading 

Der Besenbinder
once)

	
	
	

	0 (don’t know)
	136
	110

	1 (not really sure)
	31
	32

	2 (think I know)
	53
	73

	3 (definitely know)
	80
	85




The greatest amount of change occurred with words at level 0 (don't know). On the pretest, R rated 136 items (almost half of the 300 targets) as unknown. This figure was reduced by 26 items to 110 after he read the text once. This amounts to a reduction of 19% (26/136 = .19); in other words, about 1 unknown word in 5 was given a higher knowledge status. The difference is particularly striking if we extrapolate this change based on a sample of 300 items to the total of 563 lemmas that occurred in the text one time only. Since this total is almost twice as large as the sample randomly chosen for testing, we can conclude that about double the figure of 26, i.e. about 50 words, moved from unknown status to some higher level as a result of reading the text and meeting new words once. 

The greatest increase was at the "think I know" level with 20 more items in this category than on the pretest. Since most of the word knowledge growth achieved through a single textual encounter was registered at the partial knowledge levels, these findings demonstrate the usefulness of a measure that captures degrees of growth — a point Nagy and his colleagues (1985) have emphasized.

3.3.2 What happens with repeated encounters?

The results of each of R's ten posttests are shown in Table 7.3. In the last column, we see that in contrast to the results of the first reading, there was considerable change in the "definitely known" category after the second reading of Der Besenbinder. R assigned 102 items to this level, up 22 from the pretest figure of 80. In other words, 10% of the 220 words initially not "definitely known" reached "definitely known" status after two readings. Since the text contains almost twice as many singletons as were actually tested, we can double the 22-word gain and extrapolate that around 40 new words reached definitely known status as a result of reading the text and encountering unknown and partially known words twice. This suggests that a substantial amount of word learning can be achieved by reading an L2 text just one more time. 

Table 7.3

R's ratings results before reading and after each of ten readings (n = 300)

	
	Level
	0
	1
	2
	3

	pretest 
	
	136
	31
	53
	80

	posttest 1
	
	110
	32
	73
	85

	2
	
	102
	33
	63
	102

	3
	
	114
	40
	60
	86

	4
	
	108
	57
	37
	98

	5
	
	84
	57
	40
	119

	6
	
	69
	52
	57
	122

	7
	
	41
	60
	63
	136

	8
	
	58
	54
	53
	135

	9
	
	61
	43
	56
	140

	10
	
	39
	63
	52
	146


However, R's progress forward was not entirely even. After the third reading, gains made after the second reading appear to have been lost. The number of words rated "definitely known" on the third posttest fell to 86, almost identical to the 85 words assigned this rating after the first reading. In fact, the figures for all knowledge categories after the third reading are close to those found after the first reading, a similarity that is readily apparent in the graphic representation of these results (see Figure 7.2). 

Figure 7.2 

R's pretest ratings and posttest results for each of 10 readings



Despite the minor setback at the third reading, the overall picture is one of steady growth in the number of items rated "definitely known," with some leveling off occurring after the seventh reading. After ten readings, R rated 146 words as definitely known, up 66 from the pretest figure of 80. That is, about a third of the original 220 words that were not "definitely known" reached "definitely known" status after ten readings (66 ÷ 220 = .3). We can extrapolate from the 66-item gain based on the 300-word sample to all 563 words that occurred in the text only one time, and conclude that R "definitely knew" well over one hundred new words as a result of reading the text ten times. 

This claim must be qualified somewhat to account for the fact that R acquired correct meanings of most but not all of the words he rated "definitely known". The translation test after the tenth read-and-test cycle showed that R was able to provide correct translation equivalents for 98 of 127, or 77% of items he had identified as "definitely known" on both of the last two posttests (98 ÷ 127 = .77). Therefore, the figure of about one hundred words is probably a more accurate representation of R's learning results in this experiment.

Clearly, the experiment showed that meeting a new word ten times did not ensure that the word would be learned, as the experiment by Saragi, Nation and Meister (1978) might lead us to expect. The total number of words rated level 0, 1 or 2 (i.e. not "definitely known") fell over the course of the experiment, but even after ten readings, many still remained at these levels. As we have seen, at the beginning of the experiment, there was a total of 220 items at levels 0, 1 and 2 and by the end, the figure was 154. The 66-word increase in words rated 3 represents about a third of the 220 words that were not fully known (i.e. at level 0, 1, or 2) at the beginning of the experiment. In other words, the findings suggest that about 1 item in 3 reached "definitely known" status as a result of ten textual encounters. Of course, this estimate must be revised downward to reflect the fact that not all of R's translations of "definitely known" targets were correct. We can probably assume that R was able to acquire accurate form-meaning associations for about one quarter of the words he did not know at the outset of the experiment.

The most striking change over the course of ten readings is the decrease in words rated 0 (not known). Before R started to read the text, there were 136 words in this category, but by the end of the experiment only 39 remained — a decrease of almost one hundred items. The 97-word difference (136 - 39 = 97) indicates that R was able to achieve some degree of knowledge gain for about three quarters (97 ÷ 136 = .71) of the words he did not know at the beginning of the experiment. In other words, we can conclude that the majority of the contexts surrounding unknown words were somehow useful to R in the process of learning their meanings. This is interesting because it stands in contrast to claims by Beck, McKeown and McCaslin (1983); they have determined that most natural contexts are too uninformative to be of much help to the learner.

This reduction in words initially rated 0 raises questions about how it occurred: Did words gradually disappear from this 136-word set never to return, or did growth follow a less predictable pattern? Certainly, we might expect a gradually ascending profile whereby most words first moved from 0 to 1 status and then on to 2 status for a while, eventually leveling off at 3. However, it is also possible that growth might not follow this profile in all cases. For instance, R might first award an unknown 0-level word a rating of 3 on the basis of an imperfect understanding of the text. Then a second, reading of the text might lead to a rejection of this initial hypothesis and the rating might return to 0, or perhaps to level 1 or 2. Other hypotheses might also need to be revised before a stable 3 status is attained. We need not assume that ratings for all new words progressed steadily upwards to level 3 and stayed there, and the extent to which this happened (or not) can be investigated empirically. The data collected in this experiment allows us trace the movements of words from one level of knowledge to another. Thus we can restate the third research question about patterns in R's growth in the following way: 

To what extent does R's incidental growth resemble a steady accumulation of knowledge, and to what extent does it resemble a more fluid, hypothesis-testing process with words being learned, unlearned and relearned? 

Answering this question is important because it addresses a key issue in language learning: Models of learning new L2 structures from input (e.g. McLaughlin, 1987) posit that inductive learning is a process of forming, revising and confirming hypotheses. Does this also hold true for vocabulary learning? The analysis undertaken in the next section should provide evidence of such knowledge restructuring if it did indeed occur, and reveal how largely it featured in R's vocabulary acquisition. We may be able to identify hypothesis-testing patterns in R's learning that we can eventually compare to those of other individuals, and so arrive at a general model of the incidental vocabulary learning process.   

3.3.3 Incremental learning patterns

3.3.3.1 Reporting results in a matrix 

A look at successive sets of ratings data from the pretest through the ten readings, reveals that R's vocabulary learning did not always proceed onwards and upwards. This is apparent in the sample of data for ten target words on four successive tests shown in Table 7.4. There we see that the fifth word on the list, gelingt (succeeded), does seem to be moving forward, starting at level 0 on the pretest, remaining at level 1 for two cycles, and then eventually attaining level 2 status with the third reading. But knowledge of the first word gedroht (threatened) appears to be unstable, and knowledge of the ninth item Geschenk (gift) has been revised downwards. 

Table 7.4
Pretest and three posttest ratings of ten words

	
	
	Pretest
	Posttest 1
	Posttest 2
	Posttest 3

	1
	gedroht
	2
	0
	2
	1

	2
	Gefährde
	0
	0
	1
	0

	3
	gefördert
	0
	1
	0
	1

	4
	geizig
	0
	0
	0
	0

	5
	gelingt
	0
	1
	1
	2

	6
	Generation
	3
	3
	3
	3

	7
	geplagt
	0
	0
	0
	0

	8
	geschändet
	0
	0
	0
	0

	9
	Geschenk
	2
	3
	1
	1

	10
	gescholten
	0
	0
	0
	0


Of course, it is possible that in this tiny data set, differences in ratings from one time to the next are noise, reflecting little more than inconsistency in assigning the ratings. But in the larger 300-word data set for ten readings, more reliable patterns may emerge. A useful way of looking for trends in the movements between different knowledge levels from one test to another is to represent the results in a matrix following a procedure outlined by Meara (1990). 

To build the matrix, we can note the rating R assigned to each of the 300 words on one test and the rating assigned it on the next test. Then we can tally the total number of words that moved from level 0 to level 1, the total that moved from 0 to 2, and so on for every possible movement. Of course, there will also be non-movement; that is, some words rated 3 on one test will remain at level 3 on the next and the same applies to words rated 0, 1 or 2. When all the movements (and non-movements) in the entire 300-word set are noted and plotted in the matrix, we can easily see how all the words at a particular level before a reading event were distributed over the various levels after the reading event. 

The numbers of words R assigned to each of the four knowledge levels on the pretest and how these numbers changed after he read the text for the first time are shown in the matrix in Table 7.5.

Table 7.5 

R's performance matrix for pre- and posttest 1 (n = 300)



 

After 1st Reading

	
	Level
	0


	1
	2
	3



	
	0


	95
	17
	22
	2

	Pre-

Test
	1


	9
	9
	9
	4

	
	2


	5
	4
	28
	16

	
	3
	1
	2
	14
	63


3.3.3.2 What does the performance matrix reveal?

Let us examine the matrix in detail. Each of the 16 numbers in the box in Table  7.5 is a cell in the matrix. To read the matrix, it is important to note that each cell is at an intersection of a horizontal row which contains pretest information, and a vertical column which contains posttest information. Each  of the rows and columns contains information about one of the four different knowledge levels. Each is labeled 0, 1, 2, or 3 (bold face type) according to the level of ratings data in the row or column. 

Beginning with the top left cell, we see that it contains the figure 95. Its position in the first row tells us that we are dealing with items that were rated 0 on the pretest. Its position in the first column tells us that we are dealing with words rated 0 on the posttest. In other words, the figure of 95 represents the number of words that were rated 0 (not known) on the pretest and were rated 0 again on the posttest. The second cell in the first row is 17. Its position at the intersection of the first row and the second column tell us that this is the number of words R rated 0 on the pretest but were rated 1 (not really sure) after reading the text. The third figure, 22, is the number of words R rated 0 on the pretest but were rated 2 (think I know) on the posttest. The last cell in this row confirms that very few words (only 2) went from a 0 rating all the way to a 3 rating (definitely known) with just one reading of the text. Thus, the first row of the matrix details the effects of one reading on the 136 words R initially rated 0. It shows how all the words rated unknown on the pretest were distributed over the four knowledge levels after he read Der Besenbinder for the first time.

The second row shows the distribution of the 31 words that were rated 1 (not really sure) on the pretest. The first cell in this row indicates that 9 of the words initially rated 1 were demoted to 0 (unknown) after reading Der Besenbinder, and continuing across the row, we see that 9 items remained at level 1, while 9 moved up to level 2 and 4 items moved to level 3. The third and fourth rows of the matrix can be read in a similar fashion for words rated 2 and 3 on the pretest. 

To get a sense of the patterns in these data, let us begin by considering what the figures in the first row mean. The first figure of 95 is strikingly large relative to the other figures in this row. This indicates that a single reading encounter is not enough to dislodge most of these words from their unknown status. Nevertheless, there was some movement into other knowledge levels. Since most of this movement is into the "not really sure" or "think I know" categories, this row confirms research by Nagy et al (1985) that characterizes word learning as a gradual, incremental process. As noted above, the last figure in this row shows that words almost never became "definitely known" with just one reading. 

On the basis of the first row, we might conclude that R's learning resembles a slow but steady process of accumulation. However, other rows in the matrix reveal a more complex picture. For instance, let us examine the third row of figures which shows the distribution of the 53 words R initially rated 2 (think I know). Here we see that the largest figure in this row (28) occurs at the intersection with the column containing information about words rated level 2 on the posttest. This indicates that most of the words rated level 2 (think I know) on the pretest stayed at this level on the posttest. But if we look to the left, we see that the cell at the intersection with the posttest level-1 column contains the figure 4. This tells us that 4 of the words R rated "think I know" on the pretest were downgraded to "not really sure" on the posttest. Looking further left to the intersection with the posttest level-0 column, we see that  5 more "think I know" words were downgraded to "not at all known" status. So the matrix clearly details some knowledge loss. 

The last cell in this row at the intersection with the posttest level-3 column shows that there was also forward movement: 16 words attained "definitely known" status. So some words R thought he knew appear to have become better known as a result of reading, but he has also had to revise some hypotheses, and we see that the hint of an uneven profile we saw earlier with a few words like gedroht and Geschenk (see Table 7.4) takes on a larger significance over the 300-word set of targets. Inconsistency in assigning ratings may account for some of the differences on the two tests, but the figures in the third row certainly suggest that R was reconsidering some of his hypotheses as he read. Further evidence of revising hypotheses comes from the fourth row of the matrix. There, the figure of 63 in the last cell shows that most known words stayed known, but the cell at the intersection with the posttest level-2 column shows that a substantial number (14) were downgraded to "think I know" status. 

So after R read the text once, how many words moved forward in the whole 300-word set, how many moved backwards, and how many stayed put? And importantly, how strong were these tendencies? To answer these questions, it is useful to divide the table in sections as shown in Table 7.6. The diagonal bar encloses all the no-change cells. These are intersections of the pretest row and the posttest column for level-0 words, the pretest row and the posttest column for level-1 words and so on for levels 2 and 3. If we total the numbers inside the bar, we will know how many words remained at the same level after R read the text. The sum of the figures amounts to 195 or 65% of the 300 words (195 ÷ 300 = .65). Thus we can conclude that after he read the text once, R's "sureness" ratings remained unchanged for about two thirds of the items, while the remaining one third changed status in some way.

To find out how many words were assigned a higher knowledge rating after reading the text, we can total the numbers in the upper triangular section of Table 7.6. All of these cells are intersections where pretest rows meet posttest columns containing data for higher knowledge levels. For instance, the top row of 0-level pretest data intersects with columns containing posttest data for levels 1, 2, and 3. The figures in triangle add up to 70; this represents 23% of the 300 words (70 ÷ 300 = .23). So we can conclude that almost a quarter of the words moved to some higher level of knowledge as a result of reading the text once. 

To get a sense of the role of knowledge revision in R's learning, we need to know how many items were downgraded. We can arrive at this figure by adding up the figures in the cells in the lower triangular section. These cells are intersections where pretest rows meet posttest columns containing information about lower posttest ratings. The sum of the figures in this section is 35, or 12% (35 ÷ 300 = .12). So it appears that after R read Der Besenbinder once, 70 words moved to higher levels and 35 — exactly half as many — moved to lower levels. Therefore, we can characterize R's learning as a process of both building and revision, but with a clear advantage for the building component.

Table 7.6 

Matrix for pre- and posttest 1 divided into static, gain, and loss sections (n = 300)



 

After 1st Reading

	
	Level
	0


	1
	2
	3



	
	0


	95
	17
	22
	2

	Pre-

Test
	1


	9
	9
	9
	4

	
	2


	5
	4
	28
	16

	
	3
	1
	2
	14
	63



3.3.3.3 What does the converted matrix reveal?

If we look at the upper triangular section of Table 7.6, the section that contains figures for word knowledge gains, we might conclude that the most powerful forward movement in the system is represented by the third cell in the first row which contains the figure of 22. This is the largest figure in the gains portion of the matrix, so we might reasonably conclude that the change it represents — the movement of words from level 0 to level 2 — played an important role in R's learning. However, it is difficult to get a clear sense of the impact of the movement represented in a cell from raw data. 

The relative impact of each movement in the matrix becomes more apparent if we transform the raw distributions into decimal proportions and enter them in a new matrix. To do this, we begin with the first row of raw data in our original matrix in Table 7.5 and consider the following: What proportion of all words initially rated 0 does each of the figures in this row represent? The total number of words rated 0 on the pretest amounts to 136, and the first figure shows that 95 of these 136 words still remained at level 0 on the posttest. So this amounts to almost 70% of the total (95 ÷ 136 = 0.698). The decimal figure now becomes the first cell of the new matrix (see Table 7.7). The next cell in the old matrix indicates that 17 of the 136 words moved to level 1; this represents 12.5% of the total (17 ÷ 136 = 0.125) and this decimal figure becomes the second cell of the new matrix.  Following the same procedure, we can calculate that the 22 words that moved to level 2 represent 16.2% of the total (22 ÷ 136 = 0.162), and the 2 words that went to level 3 represent 1.5% (2 ÷ 136 = 0.015). These decimal proportions complete the first row of the new matrix. Values for the distributions in the other rows can be calculated in the same way, resulting in the matrix shown in Table 7.7

Table 7.7 

R's matrix for pre- and posttest 1 with distributions expressed as proportions




After 1st Reading

	
	Level
	0
	1
	2
	3



	
	0
	.698
	.125
	.162
	.015

	Pre-

Test
	1
	.290
	.290
	.291
	.129

	
	2
	.094
	.076
	.528
	.302

	
	3
	.012
	.025
	.175
	.788


With the converted matrix in place, we are in a better position to discern patterns and make generalizations. For instance in the first row, we see that nearly 70% of unknown (level 0) words stayed unknown. This tendency was apparent in the raw data matrix and is not particularly surprising, but this figure makes it easy to see that growth of some type occurred for the remaining 30% of these new words. That is, R registered some degree of knowledge growth for almost a third of the previously unknown words after just one textual encounter. 

The forward momentum in the system is also clearly apparent in the converted matrix. If we divide this table into sections as we did with the raw data matrix in Table 7.6, we see that the growth section, the triangular section above the no-change diagonal bar, contains more "powerful" cells than the regression section below the bar (see Table 7.8). And, as mentioned, converting the raw data matrix to decimal distribution figures allows us to see the impact of a particular cell on the whole system more clearly. For instance, in the first row, we see that the third cell representing movement from pretest level 0 to posttest level 2 does not represent as strong a movement as the raw distributions suggested. This cell indicates that about 16% of the words initially rated "unknown" were rated "think I know” on the posttest, but other cells move the system forward in a more powerful way: In fact, the last cell in the third row appears to have had the strongest influence on progress. It shows that about 30% of the words rated "think I know" moved to "definitely known" status after R read the text once. 

Table 7.8 

Decimal proportions matrix divided into static, gain, and loss sections




After 1st Reading

	
	Level
	0
	1
	2
	3



	

	0
	.698
	.125
	.162
	.015

	Pre-

Test
	1
	.290
	.290
	.291
	.129

	
	2
	.094
	.076
	.528
	.302

	

	3
	.012
	.025
	.175
	.788


This rate of movement from level 2 to level 3 might be seen as a general characteristic of R's learning: it is possible that whenever R reads a text and meets words he "thinks he knows" again, a third of them reach "sure I know" status. In fact, the entire matrix in Table 7.8 can be seen as a description of R's word learning potential, detailing the levels of knowledge that are more or less likely to undergo change, and the rates at which backward and forward movement will occur. If this matrix is indeed a portrait of R's incidental learning abilities, we would expect his growth to proceed according to the same pattern the next time he read. Since the matrix showed that many words moved to a higher rating after reading the text once, it would be interesting to know if meeting the words again had the same effect. It would also be interesting to know what happened to the downgraded words. Did they return to a higher status with another reading of Der Besenbinder? Over the whole system, did growth continue to outpace revisions? 

3.3.3.4 Did the pattern continue?

To find out what happened with a second reading and whether building and revising word knowledge occurred again at the same rates, we might construct a new matrix based on the ratings given to each of the 300 words after reading Der Besenbinder for the first time and the ratings given after the second reading. The movements into the various knowledge levels could then be converted into a percentages matrix as we did above, and we could compare this matrix to Table 7.7 to see if the same patterns of movement had occurred with the second reading. That is, we could see whether the same proportions of unknown words moved into the "not really sure," "think I know," and "sure I know" categories as before. Matrices could also be created to show changes between the second reading and the third, the third reading and the fourth and so on, and further comparisons could be made to see if the growth patterns were the same with each new round of reading. 

However, a simple mathematical shortcut allows us to see whether R's growth over the ten readings continued to follow the distributions established in his initial growth matrix (Table 7.7). The procedure is to extend the matrix probabilistically. That is, we can use it to generate hypothetical results, the results that would occur if R's growth continued to follow the pattern established in the first reading. We can then compare these hypothetical results to the actual ratings that R assigned as he read and tested himself ten times. 

To generate hypothetical results consistent with the established growth matrix, we began by predicting the results of the second reading. To do this, we took the results of R's first reading and multiplied them by the decimal distribution figures in the matrix shown in Table 7.7. We started with the 110 words R rated 0 after the first reading. The first row of the matrix shows how we can expect these to be distributed across the four knowledge levels. The first cell tells us that 69.8% of the 110 words can be expected to remain at level 0. This amounts to 76.78 words (.698 X 110 = 76.78); we can round off this estimate to 77 words. The second cell predicts that 12.5% of the 110 will move to level 1. This amounts to 14 words (.125 x 110 = 13.75). These figures appear as the first two cells in a prediction matrix for the second reading, shown in Table 7.9. Predicted movements into levels 2 and 3 were calculated in the same way: The second row of percentage distributions from Table 7.7 was used to calculate how the 32 words rated 1 would be distributed across the four knowledge levels. These values were entered in the second row of the prediction matrix sown in Table 7.9. We followed the same process for the 73 words rated 2 and the 85 words rated 3. 

Table 7.9
Predicted performance after reading 2

After 2nd Reading 

	
	Level
	0
	1
	2
	3



	
	0
	77
	14
	18
	2

	After 

1st
	1
	9
	9
	9
	4

	Reading


	2
	7
	5
	39
	22

	
	3
	1
	2
	15
	67


Then we added up the columns of the matrix in Table 7.9 to arrive at the total number of words predicted to be at each of the four levels after the second reading. With totals are rounded off to whole words, the matrix predicts the following:

94 words will be at level 0

30 words will be at level 1

81 words will be at level 2

95 words will be at level 3

To find out whether R's reported growth after the second reading did indeed continue to follow the pattern established by the first round of reading, we were able to compare these predictions to the actual growth figures R reported after the second reading (Table 7.3). But first we determined the matrix predictions for the rest of R's readings so that we were able to see how closely his learning over the whole experiment matched the initial pattern. 

To arrive at a prediction for the third reading, we repeated the process described above. That is, we multiplied the word learning results predicted for the second reading shown in Table 7.9 by the distribution percentages in the prediction matrix (Table 7.7). The results of the third reading were then multiplied by the distribution percentages to arrive at a prediction for the fourth reading. We did this six more times so that we had a complete set of predictions based on R's initial growth pattern for each of his successive read-and-test cycles. The process can be represented as shown below in Figure 7.3. The matrix-based predictions resulting from this process are shown in Table 7.10. 

Figure 7.3

Procedure for generating matrix predictions


	No. of words at 

level x 

at reading y

	X
	Transitional

Probability 

Matrix


	‘
	No. of words at 

level x at 

reading y +1


Table 7.10

Matrix-based predictions for readings 2 - 10 (n = 300)

	
	Level 0
	1
	2
	3



	Reading 2
	94
	30
	81
	95

	3
	84
	29
	83
	104

	4
	76
	28
	84
	112

	5
	70
	27
	84
	119

	6
	65
	26
	85
	124

	7
	63
	25
	85
	127

	8
	60
	25
	85
	130

	9
	59
	25
	84
	132

	10
	58
	24
	84
	134


We are now in a position to compare these predictions to the ratings R reported after each successive reading. That is, we can see how closely R's ratings data shown in Table 7.3 correspond to the predictions shown above in Table 7.10. This should give us a sense of whether the pattern of forward movement working in tandem with a smaller amount of backward movement — the pattern established after the first round of reading — was maintained throughout the experiment. If this was indeed the case, predictions and performance at each of the four levels of knowledge should match each other closely. We begin by comparing the predictions generated by the matrix for level 0 and the actual numbers of words R rated 0 over the course of the experiment. 

The top half of Figure 7.4 illustrates this comparison. The graph indicates that four of the nine matrix predictions (for posttests 2, 6, 8 and 9) were strikingly close to the mark, although the rest of the predictions were less accurate. Generally, predictions and performance matched more closely in the second half of the experiment (from posttest 5 and onwards). Correlational analysis (Pearson) of the two sets of results showed that the two data sets correspond closely (r = .85, p < .01). Turning next to the results for level 1 words, we see in the bottom half of Figure 7.4, that the matrix consistently underestimated the number of words R assigned to level 1, with the exception of one close match after the second reading.

As for level 2 results, the top part of Figure 7.5 shows that the matrix overestimated the number he assigned to level 2 throughout the experiment without exception. However, the results at level 3 (shown in the bottom half of Figure 7.5) indicate that the matrix did a remarkably good job of predicting the numbers of items R rated "definitely known". In fact, posttest prediction and performance were identical after the fifth reading when R assigned 119 words to level 3, and they differed by only a few words for most of the other readings. Correlational analysis (Pearson) confirmed the close correspondence between predictions and performance at this level (r = .91, p < .001).

Thus, the finding that ratings did not match predictions made for three of the four knowledge levels signals that forward and backward movements did not continue to occur in the exact proportions predicted by the initial growth matrix. The fact that ratings did match the gradually rising profile predicted by the matrix for level 3 words suggests that there might have been less movement around the system than the matrix predicted. It seems possible that R simply awarded a level 3 rating to a few more words each time he read and that most of these words tended to remain at level 3. 

When we checked R's ratings against predictions at the halfway point in the experiment (after the fifth reading), there was indeed less movement than predicted. We found that 90% of the 119 words R rated "definitely known" after he read the text for the fifth time remained at this level after the sixth reading (107 ÷ 119 = .8991), compared to the 79% predicted by the matrix. Fewer words than predicted moved out of level 3 to lower levels: Only 9% of words rated level 3 after the fifth reading were demoted to level 2 (11 ÷ 119 = .0924) while the predicted figure was twice that at 18%. Movements of level 3 words to level 1 and 0 were negligible. So it seems reasonable to conclude that some revision of knowledge continued to occur with increased exposure to the target words, but not as much as in the initial phases.

Figure 7.4
Predictions and performance: "don't know" and “not sure” ratings





Figure 7.5
Predictions and performance: "not really sure" and “definitely know” ratings





4. Conclusions and further questions

The case study with R produced a number of interesting findings: Results for reading the text once showed that just one encounter with new words led R to register at least some degree of increased understanding for a third of the words. But only 1 in 50 made it all the way from "don't know" to "definitely known" status, and since R provided correct translation equivalents for about three quarters of the words he rated "definitely known", the chances of picking up a fully accurate meaning were actually slimmer. 

The results over multiple readings point to the usefulness of rereading a text. A substantial number of words moved to the "definitely known" level as a result of reading the text a second time. Over the course of the experiment, many words became better known, providing ample evidence for the notion of learning by small increments, and confirming the useful effect of frequent textual encounters. However, contrary to what might be extrapolated from research by Saragi et al, meeting words in context ten times did not guarantee that most of them would be learned. Ten reading encounters later at the end of the experiment, half of the 300 words had still not attained "definitely known" status.

Perhaps the most interesting findings arose out of the use of matrices to investigate patterns in R's learning. Here we saw that R's incidentally acquired knowledge did not resemble an ever larger heap of learned words. Instead it proved to be non-linear in nature, with word knowledge being acquired, revised and regained. This was certainly evident in the first phase of learning and appeared to continue throughout the process, though to a lesser degree than was predicted. Since learners' achievements at the "definitely known" level are important, the fact that the matrix successfully predicted growth at this level over the course of the entire experiment is especially intriguing. This suggests that the distributions in the initial growth matrix capture key information about R's long term potential for growth through repeated exposures to input.

All of these findings need replication and substantiation. Only further experimentation with other learners can tell us whether R's learning results and growth patterns apply to incidental learning processes more generally. Earlier in this chapter, we argued that investigations following the model used with R have the potential to produce findings that are relevant not just to learning from a particular text but also to learning through exposure to L2 reading input over an entire learning experience. Clearly, any claims made on this scale need to be based on more than the experience of a single individual. 

Therefore, we propose to conduct a second case study using the same ratings methodology and repeated readings design but a different text and a different participant. Again, we will consider the effects of a single encounter with new words and the effects of multiple encounters, and use matrices to detect patterns in the incidental growth. We will be particularly eager to see whether the learner's initial growth matrix predicts learning outcomes as accurately as it did in the case of R. That is, we hope to answer the following question: Was the success reported in this chapter a mere fluke, or is an initial growth matrix a reliable indicator of an individual's potential for incidental vocabulary learning?
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