Chapter 6: Testing a Revised Methodology 

1. Introduction

This chapter explores improvements to the basic read-and-test methodology used in published investigations of incidental word learning and in our own experiments so far. This is mostly a matter of rethinking the way word knowledge has been tested in these experiments. In this chapter, we will detail a new testing methodology, report on a pilot study we conducted, and consider whether the proposed changes were able to produce a finer grained, more informative picture of incidental vocabulary learning processes and the role of frequent exposures than was available up to now. But first, we point to what is missing in studies of incidental word learning and outline why a better investigative tool is needed — in our own research and that of others. 

1.1 Why size matters

There is research evidence that learners' experiences of reading texts are associated with increases in vocabulary knowledge. For instance, work by West and Stanovich (1991) showed that reading makes a vocabulary learning difference. When they plotted several factors against (L1) vocabulary size in a regression analysis, they found that amounts of exposure to print claimed more variance than a test of academic achievement. Studies of extensive reading in an L2 also demonstrate the connection between amounts of reading and L2 word learning (e.g. Hafiz & Tudor, 1990; Robb and Susser, 1989). But so far published investigations and our own attempts to show how many words readers learn incidentally through reading an L2 text present a fairly dismal scenario of very small gains. 

Exactly what these small gains tell us is not clear: studies of L2 incidental vocabulary acquisition seldom include delayed posttest results so we know very little about how well participants retain the few items they appear to have learned. Nor do we know much about what they can do with their new word knowledge since studies (e.g. Day et al., 1991; Dupuy & Krashen, 1993; Pitts et al., 1991) tend to test only one type of word knowledge  — the ability to recognize definitions in a multiple-choice format. Small learning gains also mean that there is little scope for predictor variables to act in experiments that test the effects of multiple encounters, helpful contexts, picture support or other factors that may influence L2 vocabulary growth. Thus clear and convincing claims about such factors have been hard to come by. Investigations of explanatory variables are plagued by near significant findings (e.g. Ferris, 1988) or generalizations that apply to some but not all experimental groups (e.g. Rott, 1999). 

1.2 Missing evidence

In our view, the main problem with studies reporting gains of only a few words is that we are told about the efficacy of incidental processes but not shown it. We are expected to believe that a few instances of word learning are indicative of a process that leads to large learner lexicons containing thousands of words. Of course, extending findings made in limited experimental settings to larger real-world contexts is standard scientific practice, but extrapolating from just two or three items to many thousands seems unsatisfactory. In addition to the considerable margin for error when so much depends on so little, there is a credibility gap: Why is evidence for a process known to be so powerful so slim? 

We know that learners do indeed acquire knowledge of thousands of words that they are unlikely to have encountered anywhere other than in written text, so it is strange that these effects are not more robustly evident in experiments. As for the role of frequent textual encounters, once again, research tells rather than shows. Investigations such as Ferris's 1988 study and the Mayor of Casterbridge experiment we reported in Chapter 4 indicate that participants were more likely to learn the handful of items that occurred more often. However, these results are based on comparisons between small sets of words that occurred often and less often. We see that frequently repeated words X, Y and Z are more likely to be learned than  A, B and C which appeared only once or twice in a reading treatment. But nowhere in these experiments do see we actual frequency effects in progress; that is, we cannot get a sense of the knowledge growth that occurred when a learner encountered word X for the first time, the second time, the third time and so on. 

In brief, previous read-and-test experiments — our own so far in this thesis and those of others — have failed to delineate the full power of the incidental word learning process. We have proposed that this is due to weak experimental methodology; thus the purpose of this chapter is to explore design improvements to see if they allow what we know to be true about incidental learning to be observed more closely and demonstrated more clearly. We begin by arguing that the main weakness of the read-and-test model as we know it is the testing component. Specifically, the word knowledge tests used in previous investigations of incidental word learning appear to suffer from three problems: They test too few words, they are insensitive, and they sample "special" words. How each of these shortcomings contributes to misrepresenting incidental learning growth effects is discussed in the next section.

2 Shortcomings of tests

2.1 The "too few words" problem 

Experiments with L2 learners that use the read-and-test design typically employ multiple-choice instruments to assess groups of participants in classroom settings. This puts constraints on the numbers of target words that can be tested as good multiple-choice questions are hard for test writers to produce and time-consuming for students to answer. Brown (1993) managed to gain participants' cooperation in working their way through all of 180 multiple-choice items in a two-hour sitting (and doing it all again as a posttest) by offering prizes. 

However, her study is clearly an exception to the small test rule. Far more typical of classroom-based L2 studies of incidental word learning are tests of fewer than 50 items — as few as eight in the case of an experiment by Mondria and Wit-de Boer (1991). This leaves learners with very little opportunity to demonstrate growth, and opportunities may be even further reduced if many of the test targets are already known to participants. For instance, in the case of the Mayor of Casterbridge experiment reported in Chapter 4, mean pretest scores indicated that about half of the 45 targets were already known in the group. Therefore, the mean number of words that could possibly be learned in the group amounted to only 23. Similarly, in the Hong Kong newspaper texts study reported in Chapter 5, over a third the 24 targets were already known. Other studies using a pre-post test methodology (e.g. Ferris, 1988) suffer from the same problem of substantially decreased word knowledge space to grow into due to participants’ prior knowledge of many targeted words. 

Few opportunities to show vocabulary growth increase the likelihood of mismeasurement and misrepresentation. It is possible, for instance, that a learner might read an experimental passage and be found to have picked up none of the words on one list of 20 items taken from the text, but half the words on another list of 20 items, with neither test being a very good reflection of the learner's true amount of vocabulary growth. Large numbers of experimental participants can help reduce the hit-or-miss effects of a short test, but L2 studies tend to be modest in size. Typical of the genre is a study by Dupuy and Krashen (1993) which tested 15 students on their knowledge of 30 target words. 

Carefully designed investigations of  L1 learners have determined that the probability of a new word meaning being picked up incidentally is only 1 in 10 (Nagy et al., 1985), and possibly as low as 1 in 20 (Nagy et al., 1987). Our experiments reported in Chapters 4 and 5 suggest that pick-up rates for L2 learners are also quite low. Close examination of the performance of individual learners in these studies indicated the chance of a new word being learned from a single reading encounters was about 1 in 13. Therefore, experiments that test acquisition of a few dozen target words cannot be expected to produce large growth results. For instance, if a study pretests learners on 40 target words that occur once in a reading treatment and finds that a mean of 26 targets are unknown in the group, the pick-up rate of 1 in 13 leads us to expect a mean learning result of just two words. 

Thus the gains of just one or two new items reported in Day et al. (1991), Hulstijn (1992), Pitts, et al. (1989) and our own study of learning from edited newspaper texts (Chapter 5) are quite plausible. But they hardly amount to convincing evidence of incidental word learning processes. Earlier in this discussion, we also pointed out that such small amounts of evidence leave researchers with little scope for detecting any emergent patterns within the results. Clearly, a convenient way of testing a much larger number of words is needed to address these concerns.

2.2 The sensitivity problem

We have noted the widespread use of multiple-choice testing in investigations of incidental vocabulary learning from reading. This format limits the number of words that can be tested conveniently. Multiple-choice instruments are also limited in what they can measure. Studies that use this kind of test set the criterion for "knowing a word" at being able to recognize a correct definition in a multiple-choice question. This may seem to be a low criterion — certainly it is less demanding than providing a translation equivalent or using the word in an original sentence — yet it may be too high to register small increments of learning. Thus the finding that participants in the Mayor of Casterbridge experiment reported in Chapter 4 needed to encounter an unknown word eight times or more in order for a substantial number of learners to reach this criterion begs a number of questions. 

One question is the following: What was happening with words like flame that were repeated only three times? In the case of a participant who got this item wrong on the pretest, should we conclude that she really knew nothing about the meaning of flame? Or does it mean that she knew something about it but not enough to select the right definition? And what does it mean when she indicated that she knew flame on the posttest? Did this item really go all the way from being completely unknown to being easy to recognize with just three exposures? Or was the participant building on partial knowledge such that encountering it three times in reading The Mayor of Casterbridge boosted her partial knowledge to the criterion level? It is clear that multiple-choice tests which assess one type of word knowledge — i.e. definition recognition — in such a black and white fashion cannot shed light on these underlying learning processes. Some other way of testing that allows participants to register partial knowledge is needed to reveal a more complete picture. 

The fact that multiple-choice formats also allow participants to score by guessing correctly compounds the problem of interpreting scores, since a participant's correct answer to the flame question may be nothing more than a chance event. Multiple-choice instruments have been the test format of choice in L2 investigations of incidental word learning, but there is reason to think research using multiple-choice tests is something like fishing with a net too loosely knotted. A few big fish (and an old boot or two) are caught, and we are left with the impression that reading in an L2 does not deliver very much. But many smaller fish may be getting away. Finding out what really transpires when learners read in an L2 clearly requires fishing with a net of a much finer mesh. 

2.3 The "special words" problem

An important step in the design of an incidental word learning experiment is identifying a set of target words that will serve as good indicators of the participants' vocabulary growth. This often involves looking through the text chosen for the reading treatment for words that the participants are unlikely to know. Selections are often made on an intuitive basis; a typical case is the study by Dupuy and Krashen (1993) where an experienced French teacher who was also a native speaker of French selected words that she judged to be "extremely colloquial and unlikely to be known" (p. 56) to the learners who participated in the study. 

The usefulness of such sets of words in registering changes in word knowledge is not in doubt, but it is difficult to interpret learning results with such vague information about how the chosen words sample the text. In the case of the Dupuy and Krashen study, mean scores indicate that after participants were exposed to French video and text input, they knew six more words (of a possible 22) than they had known prior to exposure. This suggests that these learners were picking up knowledge of at least one in every three "extremely colloquial" words they encountered — an impressive rate indeed. But we have no information about how many other "extremely colloquial" words also occurred in the materials, so it is difficult to get a sense of the total number of words a typical learner acquired from this experience. There is also the problem that it is not possible to extrapolate from the growth figure for "extremely colloquial" words how many "fairly colloquial" and "not very colloquial" words might have been learned.

Selecting target words on the basis of text frequency causes similar problems. For instance, in our Mayor of Casterbridge study there was a strong selection bias in favor of words that occurred frequently in the simplified novel. In fact, all of the words that occurred seven times or more in the text were included on the list of test targets, and the mean text frequency of the targets was six occurrences. Thus, the mean gain of 5 out of 23 possible words (a learning rate of about one new word in five) is based on a highly atypical set of items. This means that we cannot expect the 1-in-5 figure to be a good predictor of the overall gains learners achieved through reading the simplified novel because most of the new words they encountered probably occurred only once or twice, not the six times that characterized the test targets. 

In addition to favoring words that occurred often in that experiment, we also made a point of eliminating any words that occurred on the list of the 2000 most frequent words of English. But of course, participants in the study may have learned words on that list as well as other words that were not particularly frequent in the text. So it is not possible to state conclusively that participants learned 1 out of every 5 unfamiliar words they encountered as they read the text because the test did not sample the word learning opportunities in a representative way. Even if we were more assured of this ratio, we would still be unable to use it to arrive at a total growth figure for the experience of reading The Mayor of Casterbridge because we have no sense of how often participants encountered unfamiliar words. 

Being able to state results in an accurate and generalizable way is important because it allows us to predict what learners can achieve with more of the same kind of reading after the experiment is over. Thus to be able to delineate the true powers of incidental processes, we need a way of sampling a text so that the full range of word learning opportunities it presents are reflected on the word knowledge test. 

3. Proposed solutions

Proposals for solving the three testing problems we have discussed are presented in the sections that follow.

3.1 Addressing the volume problem

We have outlined the need for an efficient way of testing a large number of words: A large test would have the advantages of giving participants more opportunities to demonstrate growth and researchers more opportunities to discover patterns in the data. 

The problem of testing word knowledge in volume has been addressed by researchers interested in assessing learners' overall L2 vocabulary size. Arriving at a reliable estimate of the thousands of L2 words a learner might know entails assessing a large sample — preferably on the order of hundreds of words. Therefore, testing needs to be extremely efficient. Meara and his colleagues (Meara & Buxton, 1987; Meara & Jones, 1988) have responded to this challenge by developing a self-report checklist test that allows an L2 learner to be tested on several hundred items in minutes. 

Basically, the test presents testees with a set of words and requires them to simply indicate whether or not they know the word — yes or no. Following a technique devised by Anderson and Freebody (1983), the authors included plausible nonwords among the real words on the test as a check on testees who overestimate their knowledge. In such cases, claims of knowledge of nonwords can be used to adjust scores downwards. A twelve-item sample from the paper-and-pencil English version is shown in Table 6.1. 

Table 6.1
Sample items, EVST v1.1, Test 102

Read through the list of words carefully. For each word: 

if you know what it means, write Y (for YES) in the box.

if you don't know what it means, or if you aren't sure, write N (for NO) in the box. 

1. 
[    ] high

2. 
[    ] building

3. 
[    ] possible

4. 
[    ] fear

5. 
[    ] rope

6. 
[    ] attard

7. 
[    ] nice

8. 
[    ] neighbour

9. 
[    ] general

10. 
[    ] lazy

11. 
[    ] equalic

12. 
[    ] cordle

If we were to adopt this format, it is clear that we would be able to test a large number of items quickly. Another reason to favor a self-report format in an investigation of incidental word learning is that the test item provides no information about the meaning of the word being tested. This makes it more likely to be a true test of knowledge gained through reading an experimental text than a multiple-choice item. To illustrate this point, consider the multiple-choice question for the French word couche  (shown in Table 6.2) which appears on a test used in an experiment reported by Dupuy and Krashen (1993).

Answering this question on a pretest in an incidental vocabulary acquisition study might prompt a participant to think along the following lines: "Here is a word, a noun obviously, that seems to have something to do with textiles in the home. If I ever run into couche, I must remember to note whether there's a baby involved...." 

Table 6.2

Sample multiple-choice question, Dupuy and Krashen (1993)

Circle the letter of the best answer:

couche

	a)
	pillow

	b)
	diaper

	c)
	blanket

	d)
	don't know


By contrast, in the self-report format where one must simply pass judgment on a word like couche in isolation, there is no opportunity to learn from the test-taking experience. Therefore, a yes-response to couche on a self-report posttest is more likely to be a valid indicator of word knowledge gained through exposure to the word in context than answering the multiple-choice question shown above correctly. Of course, selecting the correct multiple-choice option diaper on a posttest indicates learning, but it is not clear whether this learning can be attributed to the reading experience alone since thinking about the pretest question may have helped teach the testee whatever he or she knows about its meaning. 

There is also the problem that answering a multiple-choice question involves the test-taker in a logical process whereby an unknown word may be given considerable amounts of attention. The format requires the testee to focus on the word form and to evaluate several possible meaning options in an effort to make a sensible guess. This could mean that the learner directs mental effort to working out the meaning of an unknown word on a pretest in a way that makes it stand out as an item that needs to be learned when he encounters it in an experimental reading later. By contrast, the amount of attention he would pay to unknown words on a checklist test seems likely to be minimal. Nagy and his colleagues (1985, 1987) chose a checklist format for their word-knowledge pretests for these reasons. In fact, they categorically reject using a multiple-choice instrument for both pre- and posttesting. They summarize the problems we outlined above as follows:

Any (pretest) measure of vocabulary knowledge powerful enough to serve as a posttest would either provide some information about the words' meanings or draw participants' attention to the target words, hence influencing the way they read the experimental passages. (Nagy et al., 1987, 245-246, parenthesis added)

A further reason to favor checklist over multiple-choice testing is that checklist tests are easier to prepare (although some attention must be given to devising plausible nonwords). Devising four or five multiple-choice options for each of a large number of target words is time-consuming labor. The task becomes even more laborious if L2 words are tested using definitions written in the L2 and test designers must take special care to write simple meaning options that learners will readily understand. 

The problem of understandable definitions highlights a validity advantage for the checklist tests. A multiple-choice question is hardly a test of definitional knowledge alone: in addition to knowing the meaning of the tested word, testees must be able to successfully decode and comprehend the language of the answer options. Skills in holding the options in memory and using logic to eliminate wrong distractors are involved as well. Thus a learner’s correct answer to a multiple-choice question can hardly be said to be a "pure" indicator of his ability to recognize the meaning of a word. By contrast, answering a checklist question only requires the testee to recognize the form of the target word and indicate whether he knows its meaning. 

In summary, a self-report checklist test would clearly be a great improvement on the multiple-choice instruments used in most previous L2 studies of incidental word learning (and in our own investigations so far). A self-report instrument allows a large number of words to be tested in a short time, and it tests them in a way that is well suited to investigations of incidental acquisition. That is, a check-list test does not "teach" the targets or focus undue amounts of attention on them. It has the added advantage of being relatively simple to prepare, and it avoids the validity problems associated with multiple-choice testing. On the other hand, a test that requires a participant to simply indicate "yes, I know this word," or "no, I don't know this word" does not provide the researcher with very nuanced information. The ideal test would be able to test large numbers of words and reflect degrees of knowledge as well. A way of adapting the self-report format to meet this sensitivity requirement is discussed in the next section. 

3.2 Addressing the sensitivity problem

One notable attempt to assess degrees of word knowledge gained through encountering words in reading is detailed in a paper by Nagy et al. (1985). Nagy and his colleagues prepared three different multiple-choice questions for each of the target words in an experiment with school-age L1 learners so that posttest knowledge of each word was tested at a basic, intermediate, and high level. The question designed to test the word gendarme at the most basic level is shown in Table 6.3.

Table 6.3
Example of a basic level multiple choice question used in an experiment by Nagy et al. (1985, p.240)

gendarme means

a) to trick or trap someone

b) policeman

c) spoken as if one was out of breath or having trouble breathing

d) the secret collection of information about another country

e) the illegal transportation of goods across a border

f) don't know 

This example shows how distant from the correct meaning the distractors at the most basic level were. Some are not even the same part of speech as gendarme. At the intermediate level, the distractors were still quite varied but all were the same part of speech. Knowing a bit more about gendarme, that is, realizing it is a person rather than an object, would enable a testee to answer the intermediate-level question correctly. At the third, most difficult level, choices of different kinds of people (e.g. policeman, bellboy, and bodyguard) were presented so that knowing exactly what a gendarme does was crucial. 

The experiment showed that the basic and intermediate questions captured changes in incidental word knowledge that the high level questions alone would not have registered. This evidence that incidentally acquired word knowledge is indeed incremental has made the paper a landmark study. However, were we to prepare such an instrument, all of the problems associated with multiple-choice testing discussed above would apply, only more so. The potential for factors unrelated to word knowledge to influence the results would increase threefold, with each of the three sets of options for a particular target item having its own particular L2 wording problems. The possibility of guessing answers correctly would probably vary from one level of question to another as well. Indeed, the sheer effort involved in creating not just one, but three multiple-choice questions for each of hundreds of target words makes this an unviable proposition. 

A different technique for testing the quality of vocabulary knowledge has been evolved by Wesche and Paribakht (1996) specifically for the purpose of investigating L2 word learning in reading activities. Their Vocabulary Knowledge Scale (VKS) is similar to the checklist tests developed by Meara and his colleagues (1987, 1990) and Nagy et al. (1985, 1987) in that it relies on self reporting. But instead of a yes or no response, testees register degrees of knowledge along a five-point scale. Since they are also required to demonstrate knowledge of words they claim to know, the test is actually a measure of recalled word knowledge with a self-report component. 

The scale is based on a theoretical account of language learning outlined by Gass (1988), who proposes that there are five distinguishable stages in the process of attending to novel L2 input and incorporating it into the learner's L2 system. In her framework, learners proceed from noticing an L2 feature, to comprehension of the feature, followed by partial integration into their sense of the way the L2 works, and then by fuller integration into the L2 system. The final step is active use of the new feature. In Paribakht and Wesche's self-report instrument, testees respond to statements designed to correspond to Gass's stages. The five-part scale used to rate word knowledge is shown in Table 6.4.

This procedure is not without its problems. Read (1997) points out that the validity of Gass's five-stage framework has not been established for vocabulary learning; that is, the five steps may not represent the way people actually learn new words. He also wonders whether supplying translations and composing sentences are the best ways of demonstrating word knowledge. The Level V criterion is problematic in that it is a poor measure of words that are rarely used in written language. The requirement to demonstrate knowledge at levels III, IV and V may serve as a disincentive such that testees underreport their knowledge rather than go to the trouble of producing synonyms or sentences. Also, the scale is limited in its usefulness as a research tool because the steps do not represent an exact-interval scale. For instance, it is not possible to claim that the fourth stage represents twice as much knowledge as the second. 

Table 6.4

VKS Self-report categories

	I
	I don't remember having seen this word before.



	II
	I have seen this word, but I don't know what it means.



	III
	I have seen this word before, and I think it means ______. (synonym or translation)



	IV
	I know this word. It means ______. (synonym or translation)



	V
	 I can use this word in a sentence: ______ (If you do this section, please also do Section IV.)


Nonetheless, it is clear that some sort of ratings scale provides a simple and straightforward solution to the need for a test that is sensitive to increments of word knowledge. In a ratings scale, uncertainty about the meaning of a word can be reflected as a level of partial knowledge whereas in a multiple-choice format, uncertainty is registered as either a completely wrong answer or a completely correct lucky guess. A scale format is also well suited to the investigation of incidental word learning because of the advantages it shares with the yes-no checklist test: Large numbers of words can be tested quickly in a manner that does not draw undue attention to the targets. Rating words does not allow for the teaching effects that may occur when testees consider multiple-choice meaning options. And, like responses to a checklist instrument, ratings are an unconfounded test of vocabulary knowledge since testees see the target words in isolation — no reading skills or knowledge of defining vocabulary are required to respond. 

3.3 Addressing the generalizability problem

As we have seen, testing participants on a specially selected set of words means that generalizations about learning are limited to other words that share that special feature. For instance, an instrument made up mainly of words that occur often in a reading treatment may do a good job of providing evidence of text frequency effects but it does a poor job of reflecting overall incidental gains. Such a test overrepresents a few likely-to-be-learned items (words of high text frequency) and underrepresents the many less-likely-to-be-learned words that occur just once or twice in a text. As a result of this bias, test results indicate pick-up rates that are hardly a true reflection of what learners actually achieve as they read. 

One obvious way to address this problem would be to select test targets at random. Selecting every tenth, twentieth or fiftieth running word in a text would, of course, sample the text in a representative way, and a test of targets selected in this manner would indeed include many items of high text frequency and few of low text frequency. In principle, pre-post gains on such a test would lead to results that provide a good basis for estimating the total number of words a learner acquired through reading the text. If, for instance, a learner indicated knowledge of 50 percent of 100 words on a pretest, then it would be possible to apply the 50 percent figure to the whole 10,000-word text and conclude that the learner knew 5,000 of the words that occurred in the text. If a posttest indicated that after reading the text, the learner knew, say, 53 percent of the test items, then it would be safe to conclude that she now knew 5300 words of the text, and that the 300-word difference was a reasonable approximation of the number of new words this learner had acquired incidentally.

However, there are serious practical problems with this approach. For one, most of the 100 target words chosen at random for testing would inevitably be very common words. In the case of English, corpus studies indicate that around 75 percent of the running words in a typical text come from the 1000 most frequent words of English (Nation & Waring, 1997). Common words certainly did predominate in a simple experiment I conducted with a German story text. When I counted off every tenth word in a 200-word stretch, I found that my list of 20 items consisted largely of basic function words like alle, und, nicht, ihrer and zusammen and a few easy content words like Geld and glücklich. So constructing an instrument in this way would be highly inefficient; a test would need to be extremely large — consisting of perhaps thousands of items — in order for any but the most elementary of language learners to be tested on a substantial number of words that they did not already know. 

This random procedure is also unsatisfactory in that some common words would be tested again and again. For instance, in my short 20-word list, the German article die appears twice. We could solve this problem by selecting types at random instead of tokens, but the process of random selection would still tend to identify a large number of common words that learners would already know. 

 Clearly, detailing the complexities of incidental learning from texts requires some better way of identifying a substantial number of representative targets for testing. One solution that capitalizes on the benefits of random sampling yet avoids its drawbacks is sampling words that occur a particular number of times in a text. For instance, we could use frequency software to identify all the words that appeared only once in a text. Or we could identify all the words that occurred three, four or five times, in a particular reading treatment. Narrowing the list of potential targets in this way would eliminate extremely common items of the alle, und, and ihren variety. If there turned out to be thousands of items of a particular frequency, the list could be reduced to a size more suitable for testing by random selection, and test performance could then be generalized to the whole list. 

Of course, testing a sample of words from a particular text frequency range (e.g. five occurrences) cannot capture all the learning that participants might possibly achieve as they read a text and encounter some words six, ten or twenty times and others only once. Nonetheless, an investigation using a large number of targets chosen randomly from a list of all the items of a particular frequency in a text would have distinct advantages: we would be able to examine a large number of clearly defined word learning opportunities, and as mentioned, we could apply the learning results to all the words of the chosen text frequency. 

For example, suppose that 200 words were selected at random from a list of the 1000 words that were found to occur five times in a reading treatment. Next, let us suppose that the mean growth result in a group of participants was found to be 10 words — that is, 5% of the 200 words tested. We would then be able to  extrapolate that participants learned 5% of all the words of the specified text frequency; this amounts to 50 words (.05 x 1000 = 50). Although the growth rate applies only to words that occurred five times, we would be able to state with confidence that the entire reading experience led to a mean learning result of at least 50 new words. Though limited, this is a more conclusive statement than has been possible in previous studies of L2 vocabulary acquisition. 

Testing targets of a particular text frequency also promises to shed light on the effects of encountering new words repeatedly. In the example above, it appears that any conclusions about repeated encounters would necessarily be limited to the words learners encountered five times. But in fact, testing a sample of words from a particular frequency band offers a useful baseline for comparisons to other frequencies. For instance, with clear information about incidental word learning rates for words that occurred five times in a text, we could compare the amount of word growth that learners achieved to growth that occurs when they read the same text a second time, and so encounter the items ten times. So although testing words of a particular text frequency seems like a way of limiting the scope of an investigation, it actually enables us to explore text frequency effects much more systematically than was possible in studies with small numbers of poorly specified targets. 

4. Implementing the changes: Report of a pilot study

4.1 Introduction

In summary, we have proposed three changes that should improve the quantity and quality of the word learning data we collect from L2 readers. Two of the changes pertain to test format: We argued that using a checklist format would allow us to assess knowledge of large numbers of words, and adding a ratings component should help meet the sensitivity requirements we have discussed. We also outlined a new way of selecting words for testing. Specifically, a test of targets randomly chosen from all the items of a particular text frequency seems likely to provide a more accurate estimate of total learning results than has been available so far and to offer a sound basis for investigating effects of multiple encounters as well. The rest of this chapter details two case studies that implement these recommendations. 

The research questions we will address in this exploration are as follows: 

What information does testing a larger number of words provide? Is it better information than was available from testing smaller numbers of words? 

What information does testing words in a more sensitive way provide?  Is it better information than was available from multiple-choice tests?

What information does selecting targets randomly from a limited text frequency range provide?  Is it better information than was available when "special" words were selected?

4.2 Method

To test the new measurement technique, we opted for a case study approach which would allow us to look at a large amount of learning data in detail. The participants in this pilot study were two learners of German who were each expected to read a novella of about 30,000 words. Texts of this length allow plenty of scope for locating a large number of potential test targets of any particular text frequency that might prove interesting to test. They are also typical of the extensive reading tasks that many language teachers assign. 

Each participant was required to read her text during the summer holiday and to be prepared to discuss its literary aspects when she returned to German class in the fall. These circumstances provided good conditions for incidental word learning in that the learners were likely to focus their attention on comprehending the texts rather than on learning new words. The next sections outline the experiment in detail.

4.2.1 Participants

The learners participating in the study, M and E, are both learners of German from the Montreal area. M was 15 and E was 16 years old at the time of the study. During the school year both girls are enrolled in French medium schools and regularly attend special three-hour German classes held on Saturday mornings.  Many immigrant parents in Montreal send their children to Saturday language classes (available for a variety of languages including Greek, Hebrew and Portuguese) in order to maintain connections to the parents' culture of origin. Both of M's parents and E's father are native speakers of German, and both German and French are spoken in the homes of the participants. Both participants have good oral skills in German; therefore, their teacher has focused classroom activities on reading and writing skills.

4.2.2 Materials

4.2.2.1 Reading treatments

Each participant was assigned a novella to read during the six-week summer holiday. M was assigned a 26,000-word text by Gottfried Keller, Romeo und Julia auf dem Dorfe (Romeo and Juliet in the village). E was given a 30,000-word text, Die Schwarze Spinne (The black spider) by Jeremias Gotthelf. Both are nineteenth century tales of village life. Their teacher chose texts that she expected the girls would enjoy reading. She also expected that they would meet many new words, especially since the texts contained Swiss dialect items that the students were unlikely to have seen before.

4.2.2.2 Tests of word knowledge

We have argued that the ideal test for investigating incidental word learning should combine the sensitivity of a ratings method with the ability of the checklist test to assess a large sample of words. This marriage of the two formats can be achieved by adding levels of partial knowledge to the yes-no checklist format, in what amounts to a "sureness" scale. Between the "no" rating and the "yes" rating, we added a low partial "not sure" rating and a higher, but still incomplete "think I know" rating. This resulted in the four-part scale shown in Table 6.5. We felt that using four categories rather than the five Wesche and Paribakht (1996) used in their Vocabulary Knowledge Scale streamlined the test without compromising the testees' opportunities to register partial knowledge. 

To verify whether the participants did in fact know the meanings of the words they rated as being definitely known in this experiment, we asked them to provide L2 synonyms or L1 translation equivalents. However, no attempt was made to establish the validity of the partial knowledge ratings. That is, we did not specify exactly what a testee was expected to know about a word if, for instance, she assigned a rating of 2 ("I think I know what this word means") to an item, or how this differed from a rating of 3. At this point the main priorities were simply to determine whether the ratings test was suitable for a large scale investigation of L2 word learning, and whether the instrument was indeed sensitive to increments of learning.

Table 6.5
Proposed four-part rating scale

0 = I definitely don't know what this word means

1 = I am not really sure what this word means

2 = I think I know what this word means

3 = I definitely know what this word means

4.2.3 Procedures

Unlike the simplified version of The Mayor of Casterbridge,  the two German novellas were available in machine-readable format from the Gutenberg Project (http://gutenberg.aol.de/autoren/gotthelf.htm) and did not need to be typed into a computer before they could be analyzed using word frequency software. Once we had produced a frequency list of the all the words in one of the texts,Die Schwarze Spinne, we worked with the girls’ German teacher to arrive at a suitable set of words to test. Words occurring only once in the texts were thought to be too infrequent to be suitable targets for learning. Next we considered items that occurred between 2 and 10 times in Die Schwarze Spinne. As expected, narrowing the selection in this way eliminated extremely common words like Frau (25 text occurrences), oder (55) and sie (705) from our list of potential targets. The German teacher judged that many of the items occurring two, three or four times in the text were words that her students might not know, so we decided to test words from this frequency zone. 

The selection process required lemmatizing the list of 6598 distinct items (types) that occurred in Die Schwarze Spinne and the 5604 that occurred in Romeo und Julia. The item Schlaf (sleep) illustrates this process: According to the frequency analysis, the form Schlaf appears four times in Die Schwarze Spinne and therefore would seem to qualify for our list of words that occurred two, three or four times. However, case marked forms of this noun, Schlafes and Schlafe, also occurred in the text (one time each), as did the verb schlafen and the adjective schlafend. Thus the total number of occurrences of Schlaf  and its related forms actually amounts to eight, and for this reason Schlaf was not included on the list of potential targets. This process identified 938 candidate words in Die Schwarze Spinne and 840 in Romeo und Julia.

 Table 6.6
Instructions and a sample of test items from the test of words from Die Schwarze Spinne
Est-ce que vous connaissez les mots suivants? Servez-vous du système d'évaluation ci-dessous pour indiquer le degré de votre connaissance de chaque mot. Encerclez le chiffre qui décrit le mieux le degré de votre connaissance. 

0 = 
Je ne sais pas ce que ce mot veut dire.

1 =
Je ne suis pas sûr(e) de savoir ce que ce mot 



veut dire.

2 =
Je crois savoir ce que ce mot veut dire.

3 = 
Je sais ce que ce mot veut dire.

Si vous encerclez les chiffres 0, 1, ou 2, passez au mot suivant. Si vous encerclez le 3, écrivez la définition du mot dans l'espace prévue. Donnez la définition en français ou en allemand. Choisissez la langue dans laquelle vous êtes plus à l'aise. Voir l'exemple qui suit.

Exemple:


mannigfaltig
0   1   2   3
________________________

Nachbar 
0   1   2   3
voisin/ Person die neben mir wohnt 

Abrede

0   1   2   3
________________________

Achsel

0   1   2   3
________________________

Ahnen

0   1   2   3
________________________

altertümlich
0   1   2   3
________________________

Andacht
0   1   2   3
________________________

anerbieten
0   1   2   3
________________________

Balg

0   1   2   3
________________________

Base

0   1   2   3
________________________

Beil

0   1   2   3
________________________

Beize

0   1   2   3
________________________

Beulen

0   1   2   3
________________________

To make a word knowledge test for E, we chose words at random from the list of candidates from Die Schwarze Spinne. There were 81 items on E’s test; a longer test of 140 words from Romeo und Julia was prepared for M, who was considered to be the stronger learner. On the pretests, the targets appeared in alphabetical order; the words were presented in a different sequence on the posttests to overcome any order effects. A portion of the test based on Die Schwarze Spinne is shown in Table 6.6. The complete lists of tested words can be found in Appendix F.

On the last day of German class before the summer holiday, the teacher administered the two tests and informed each student of the title of her assigned novella. Six weeks later, students reported on their summer reading and took the word knowledge tests again. 

4.3 Results

Before answering the questions we posed about the quality of the data provided by the new testing procedure, we will outline the word learning results of the two reading experiments. The main outcome of interest is the amount of change in M and E's word knowledge as indicated by pre- and posttest differences. 

4.3.1 Participant M and Romeo und Julia
Before we tallied test results, the German teacher checked the synonyms and translation equivalents that M provided for words she had rated 3 (definitely known) on the two tests. All of M's definitions were correct. 

M's pretest performance suggests that she has advanced to a point in her knowledge of German where reading a text like Romeo und Julia auf dem Dorfe does not really offer her a large number of opportunities to learn new words. None of the 140 words tested were rated 0 (not known) and only 5 were rated 1 (not sure). On the other hand, 119 of the 140 items were rated 3 (definitely known). This left a rather small pool of only 21 words to be learned through reading the text. 

M's posttest results (shown in Table 6.7) are consistent with small pick-up rates identified in earlier studies (Nagy et al., 1985, 1987). After reading the text, M rated 121 words as being definitely known, so there was a learning gain of just two words (121 - 119 = 2).

M's posttest gain of two words represents an increase in knowledge of the 140 targets of 1% (2 ÷ 140 = .01). If we assume that this small gain is an accurate reflection of M's incidental word learning growth and apply it to all 840 items in the same text frequency band, we can conclude that M learned about twelve of these words (.01 x 840 = 8.4 words). These 840 lemmas represent about a quarter of the estimated total of 3500 lemmas in the entire Romeo und Julia text (840 ÷ 3500 = .24). We can only speculate about M's learning of the other lemmas that fell outside the chosen 2-to-4 frequency band. But given what we know about learning from single encounters with unfamiliar items — only one new word picked up in 13, according to the analysis reported in Chapter 5 —  it seems likely that she did not learn many of the lemmas that occurred only once. As for the lemmas that occurred 5 or more times or more, we can expect that M probably already knew almost all of them. High frequency in a text tends to go hand in hand with high frequency in the language, so there are not likely to have been very many unusual words available for her to learn in the 5-or-more text frequency band. Thus, the rather slight figure of eight or nine words probably accounts for a significant portion of the total amount of word learning that M achieved through reading the novella.

Table 6.7
M's pre- and posttest word knowledge ratings (n = 140)

	
	Pretest
	Posttest

	Level 0
	0
	0

	1
	5
	7

	2
	16
	12

	3
	119
	121


M's teacher reports that she is a gifted student and an avid reader in French, English and German. The teacher also notes that "her writing in German is almost flawless" (personal communication). Since German is also one of the languages spoken in the home, perhaps M does not really qualify as an L2 learner, and her learning results may be more typical of L1 incidental word learning through fluent L1 reading.

The graphic representation of M's word knowledge ratings shown in Figure 6.1 illustrates just how slight her pre-post differences were. It appears that her knowledge of German has advanced to a point where reading text like Romeo und Julia did not offer her many exposures to new words. We may find incidental word learning effects to be more powerful when the text presents the learner with more of a challenge. Whether this is the case will become clear as we look at the experience of E, the other participant in this reading and testing experiment.

Figure 6.1

M's pre- and posttest word knowledge (n = 140)



4.3.2 Participant E and Die Schwarze Spinne
The German teacher's check of E's translations of words she rated "definitely known" revealed two cases of errors. The rating of one incorrectly translated word was reassigned the rating 0 (not known); another translation was considered partially correct and reassigned the rating of 2 (think I know). 

E appeared to be in a much better position to learn new words from reading a German novella than M was. On the pretest, E rated only 28 of the 81 words on the test as "definitely known." This amounts to full knowledge of only a third of the targeted items (28 ÷ 81 = 0.35), so there was considerable room for growth. And, in contrast to M, E assigned a 0 (don't know) rating to a substantial number of items. In fact she rated 33 items at the 0 level, which represents 41 percent of the total list of test targets (33 ÷ 81 = 0.41). Pre- and posttest results are shown in Table 6.8.

Table 6.8

E's pre- and posttest word knowledge ratings (n = 81)

	
	Pretest
	Posttest

	Level 0
	34
	9

	1
	5
	15

	2
	16
	25

	3
	28
	32


Figure 6.2
E's pre- and posttest word knowledge (n = 81)



Clearly, E's growth figures are quite different than M's; her knowledge of the target words appears to have grown substantially as a result of reading the text. After reading the novella, only 9 words remain entirely unknown at level 0 and the numbers of items in middle categories 1 and 2 ("not sure" and "think I know") have swollen considerably (see Figure 6.2). There is also change at level 3, albeit less dramatic. E appears to now "definitely know" 32 words, up 4 items from the figure of 28 on the pretest. In other words, she now "definitely knows" 40% of the total 81 targets (32 ÷ 81 = 0.40). Since she rated 35% of the items at this level on the pretest, the pre-post gain amounts to 5% of the 81 targets. If we apply this 5% figure to all 998 words that occurred two, three or four times in the entire text of Die Schwarze Spinne, we can conclude that E learned approximately 50 words in this text frequency range (.05 x 998 = 49.9). Lemmas in this range can be assumed to represent a substantial portion of the total number of lemmas in Die Schwarze Spinne, so it is safe to say that reading a novella was a useful learning experience for E, certainly more useful than it was for M — at least as far as vocabulary learning is concerned.

4.4 Is this better data?

In this section, we attempt to evaluate the quality of the data produced by the new testing procedure. The main question to be addressed is: Do we have more informative and complete data than we have had before? 

Clearly, we were able to test a larger number of words than in our earlier experiments using multiple-choice tests. Prior to the case studies reported in this chapter, the largest test we had administered was the 45-item multiple-choice instrument used to test word growth resulting from reading The Mayor of Casterbridge. The testing in the case studies where E was tested on 81 words and M on 140 represents a substantial improvement, and the larger numbers of test items inspire confidence in the results. 

The importance of using a measure that allows participants to register levels of partial knowledge was made dramatically clear in the case of E where most of the pre-post changes in her word knowledge appear to have occurred in the less-than-complete knowledge zones. This can be seen in Figure 6.2 where the size of the level 0 section is much reduced in the posttest column, while the level 3 section remains virtually unchanged. Therefore, most of what was at level 0 must have moved into the much enlarged level 1 and level 2 sections. Or, in other words, most of the words E initially rated "definitely not known" have moved into "not sure" or "think I know" status after reading the text. If we had used a test that set only one fairly high knowledge criterion (e.g. a multiple-choice test), these changes would not have been detected and the larger part of E's incidental vocabulary growth would have been left untapped.

Random sampling of a clearly defined set of targets — in this case, lemmas that occurred two, three or four times in the text — enabled us to arrive at more powerful generalizations than were possible in earlier studies such as the one by Dupuy and Krashen (1993). As we have pointed out, the absence of information about how often their participants encountered "extremely colloquial" French words meant that it was not possible to use their reported mean gain of 6 of 22 such words to generalize beyond these specific instances of word learning. By contrast, the sampling technique we have used with the novella readers provides data that allow us to make a number of interesting inferences about words that were not tested. For instance, we can apply E's learning gain of 5% of the 81 targets to the rest of the words in the text that fall into the same category and safely conclude that she learned about 50 items of this type. Also, since a test that samples the two-to-four frequency range does not represent all the words in Die Schwarze Spinne, we can safely conclude that E learned more than 50 words, perhaps dozens more. Thus the sampling technique gives us a sense of the total word learning impact of the reading experience in a way that was not possible before.

To sum up, the new testing technique offered distinct advantages over the multiple-choice formats used in earlier investigations of incidental word learning. The self-report ratings format made it possible to test large numbers of items and to capture subtle changes that might easily have gone undetected with a less sensitive instrument. Since targets had been selected in a systematic manner, we were able to extrapolate from the measured instances of learning and arrive at a credible estimate of the total word learning impact of reading a particular L2 text.

5. Implications for further research

We have seen that the idea of selecting targets that occurred in a particular frequency zone in a text was useful in these case studies. Systematic selection enabled us to arrive at good estimates of the numbers of new words readers acquired incidentally through reading L2 texts. But the idea of sampling frequency zones also suggests a new, more powerful way of investigating the effects of multiple reading encounters. 

Previous investigations of the frequency factor have followed one of two rather limited models. One compares groups of learners who differ in the numbers of reading exposures they have had to a very small set of target words. This was the approach Rott (1999) took in her study which explored the acquisition of six German words in three exposure conditions. A study by Jenkins et al. (1984) also used this model to investigate learners' acquisition of six L1 words. The other approach has been to test a single group of learners on their knowledge of targets that occurred with varying frequency in a text and look for a correlation between frequencies of targets and numbers of learners who acquired their meanings. The study by Ferris (1988) and our own experiments reported in Chapters 4 and 5 are examples of this approach. Small numbers of targets to analyze have also been a problem in experimentation following this model. For instance, in the newspaper texts experiment reported in Chapter 5, there were only two items that occurred seven times in the text, only three that occurred six times, three that occurred five times and so on. That is, each frequency level was represented by only a handful of exemplars.

By contrast, the methodology we piloted in this chapter shows how we might easily identify many items in different frequency bands in a text. It is clear that experiments that tested learners on their pre- and post-reading knowledge of such large numbers of targets could produce an unprecedented wealth of data to explore for effects of multiple exposures to new words. For instance, we could compare readers' gains on a large numbers of items that occurred once, twice, three and four times in a text. Another alternative would be to establish gains achieved on words from a particular frequency zone, as we did in the case studies reported in this chapter, and use this as a baseline for comparison to results after learners read the text again. 

Exploring the potential of this new methodology to answer questions about the effects of frequent encounters with new L2 words is the focus of the next chapter.
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