Chapter 4: Testing the frequency factor: A replication of Ferris (1988)

1. Introduction

1.1 Summary of previous research 

At the end of the previous chapter, we identified the number of times a reader meets new words in a text as an important predictor of incidental vocabulary learning in L1 learners. Several well designed experiments (Elley, 1989; Jenkins et al., 1984; Saragi et al., 1978) found evidence of a role for frequent text encounters in L1 vocabulary acquisition. We argued that little is known about how frequent encounters with new words affect the vocabulary knowledge of L2 learners as they read extended natural texts. Two of the published studies that investigated the text frequency factor with L2 learners were not strictly studies of reading: Studies by Neuman and Koskinen (1992) and Brown (1993) investigated learning from video materials, and a third study by Ellis dealt with learning from oral texts. The study by Rott (1999) investigated reading, but her evidence that six reading encounters are more useful than two or four is based on exposure to only a few new words in short specially prepared texts. Taken together, the published research hardly represents a thorough examination of the role of text frequency in extensive L2 reading.

Ferris's (1988) unpublished study does tackle text frequency in an extensive reading context, but the experiment is fraught with uncertainties about how much exposure participants actually had to the target words. Clearly, a convincing claim about the learning effects of frequent encounters must be based on more carefully controlled experimental conditions where access to sources of information about target words other than the text itself is minimal. The experiment reported in this chapter attempts to address these issues. It takes Ferris's reading experiment as a model to avoid the media confound in the studies by Brown (1993) and Neuman and Koskinen (1992). But it differs from Ferris's work in that considerable care is taken to limit participants' access to information about the target words to what is available in the text.

1.2 Text repetitions: An under-investigated area

One reason why repetitions of words in texts have received relatively little attention in L2 research may be that frequent repetition of any language feature is out of vogue in language teaching methodology, and has been ever since the 1970s when L2 acquisition theorists rejected behaviourism and became interested in cognitive approaches to learning language. Perhaps acquiring word knowledge through frequent encounters seems too close for comfort to the drill-and-practice routines of the audio-lingual methods used in the 1960s. 

Although frequent exposures to words create ever stronger memory traces for their spoken or written forms in a way that may resemble habit formation (Ellis, 1997), mapping meanings onto forms is very unlike repetitious drilling because each encounter occurs in a new and different context, and each new context is likely to be processed in a different way. For instance, the first few encounters may simply serve to alert the reader to the existence of an unfamiliar item. The next encounter might not be very informative, but it could get the learner to wonder about possible meanings and to build useful initial associations and hypotheses. This would be an instance of what Stein (1993) has termed "the healthy inadequacy of contextual definition" (p. 23): a question space is opened but the learner does not fix on a solution prematurely. The next encounter might keep the learner wondering about the word, or the context could be more informative, allowing earlier hypotheses to be confirmed or rejected. It is possible that the sequencing of encounters matters, and that meeting a helpful context after several less helpful ones has the powerful gap-filling effect that Brown (1993) claims to have found in learning from video materials. 

The exact workings of multiple contextual encounters in the process of acquiring new L2 word knowledge remain unspecified. However, we can hypothesize that increased text exposures increase the chances of encountering the particular combination of context effects that make learning a word possible. In other words, investigating the role of frequent encounters in L2 vocabulary learning amounts to more than addressing an under-researched area or seeking to confirm a simple drilling effect. It has the potential to help answer one of the most basic questions in language learning: How do we learn from exposure to linguistic input?

1.3 Text frequency and general frequency

Frequent encounters with words in context can be operationalized broadly or narrowly. In the experiment reported below, we investigate both kinds of frequency, overall frequency in the language at large and frequency within a particular text. From a pedagogical point of view, examining the role of repetitions in a text seems more interesting in that results can tell us something about the benefits of a particular reading task. But in order be able to interpret text frequency findings, it is also useful to have an understanding of the impact of more general exposure. 

Let us suppose that a group of L2 learners acquires many of the words that are repeated often in a particular text and fewer of the words that occur less often. If we show that the overall frequency in the language at large also contributed to the likelihood of these words being learned, then we must consider text frequency to be an extension, an add-on to the more general effect. Certainly, it is reasonable to think that encountering a word often in one's general L2 learning experience might bring it to the point of being almost known, such that a few more encounters in a reading passage would be enough to make knowledge complete (complete enough to identify a correct definition on a multiple-choice test, that is). However, it is also possible that a reading experiment would show that previous encounters with target words in L2 input generally had a weak influence on learning compared to the impact of multiple encounters with the targets on offer in the text. In that case, we can conclude that a particular reading activity had the effect of teaching learners new words. Thus, in order to assess the value of the extensive reading as an instructional tool, we need a better understanding of the contribution of general and text frequency in extensive reading tasks. Clarifying the role of these factors is the goal of the experiment reported in the following sections. 

1.4 Research questions

The number of times words occur in a text is a relatively simple variable to investigate; computer frequency programs can count the number of times a word occurs in a particular text in instants. But operationalizing the general exposure variable is more problematic in that it requires specifying which words a particular group of learners have been exposed to over the course of their entire learning experience and how often. I have followed Brown (1993) in assuming that words that occur frequently in the English language generally are also likely to have occurred frequently in a learner's language learning experience. Beginning level language coursebooks tend to present high frequency English vocabulary, so it seems safe to assume that the low proficiency participants in this investigation would have had more exposure to high frequency words and less to low frequency ones. 

Thus frequency of an item in the language at large was used as an indicator of how likely participants were to have encountered it over the course of their study of English, while text frequencies were assigned to items on the basis of how often they occurred in a text the participants would read one time only. 

The main questions we investigate are similar to those posed by Ferris (1988) in her study of extensive L2 reading. They are as follows: 

What is the role of frequent text encounters in acquiring word knowledge incidentally through reading?

What is the role of frequency in the language at large in acquiring word knowledge incidentally through reading?

2. Testing the frequency factor

To investigate the learning effects of frequent encounters with new words in a text and in the language at large, we pre- and posttested participants on their knowledge of words that occurred in a novel, as Ferris (1988) did. However, we closely controlled the conditions in which participants read the text to avoid problems we identified in Ferris's study.

2.1 Method

2.1.1 Participants

The 34 participants in this quasi-experimental study were Arabic-speaking students in an intensive English program at the College of Commerce at Sultan Qaboos University in Oman. All had placed at the Band 3 level of the Cambridge Preliminary English Test (1990), henceforth referred to as the PET. These low-intermediate learners were members of two intact classes in a 14-week reading course. Reading activities took up five of 15 hours of English study each week; the remaining ten hours were devoted to an integrated skills course. The students' short-term goal was to improve their performance on the reading section of the PET — performance at Band 4 level was a requirement for being allowed to take credit-bearing content courses in their discipline. Since the content courses involved reading academic texts designed for native speakers, students were keenly aware of the need for developing their ability to read in English as quickly as possible. 

2.1.2 Materials

2.1.2.1 Reading treatment 

The aim of this investigation was to test an L1-based hypothesis about the effects of multiple text exposures in an L2 setting. One version of the hypothesis (based on Jenkins et al., 1984, and Saragi et al., 1978) states that the meaning of a new word is likely to be acquired incidentally if a learner encounters it ten times or more in comprehension-focused reading. This meant that our experimental text would have to be lengthy enough to contain a large set of unfamiliar words that were recycled at least ten times. It was not obvious that such a text could be found. Since the whole novel used by Ferris (1988) appears to have recycled words no more often than eight times, there was a concern that even a book-length text would not offer enough repetitions to test the hypothesis. There was also the problem that given their limited English proficiency, these participants would not be able to read a complete full-length novel written for native speakers.

But the participants did have some experience in reading fairly long texts in English: simplified novels. In fact, one of the requirements of their reading course was to read a simplified novel at home and hand in a brief book report at the rate of one per week over the 14-week semester. Since mean performance on a test of vocabulary size (Nation's Levels Test, 1990) indicated that these subjects had recognition knowledge of around 1200 of the 2000 most frequent words of English, a novel simplified to the level of 2000 high frequency basewords seemed a good choice for an experimental text. It would likely contain words that were unfamiliar to these beginning learners and would recycle some of them often since words in the 1200 - 2000 range are likely to recur by virtue of being high frequency. Gaining students' cooperation could be achieved by allowing the reading of the experimental text to count as one of the required weekly novels.

Given Elley's (1989) experience with smaller gains for texts that did not engage learners' attention, it was important to choose a story that the students, many of whom came from small Omani villages, would be motivated to read. Ideally, the text would have an interesting story line but would not present a preponderance of new and alien concepts. We opted for a simplified version of Hardy's The Mayor of Casterbridge (Jones, 1979) because the rural setting seemed likely to be familiar to the students, and there was high drama in the first pages. The nineteenth century novel begins with the story of a poor man at a country fair who sells his wife in exchange for a drink. The book's themes (e.g. the evils of alcohol, virtue in women, filial love, honesty, etc.) proved to be appealing to these students whose culture strongly affirms traditional values. Students read the story over a period of a ten days under conditions we describe in detail in the procedures section below.

2.1.2.2 Tests of word knowledge

Testing the effect of text frequency required identifying a set of target words that varied in the number of times they occurred in the text. In order to ascertain the frequencies of words in the book, the entire 21,232-word text of The Mayor of Casterbridge was typed into a computer and analyzed using a frequency program (Cobb, 1994). 

It was not surprising to find that a novel simplified to the 2000 baseword level contained many words that were already being learned in another part of the course that focused on vocabulary from the 2000 most frequent words of English. The computer program was used to exclude these words so that the items that remained were true candidates for being acquired incidentally through reading The Mayor of Casterbridge. After proper nouns were removed from this list, 222 words remained, ranging in frequency from 1 to 17 occurrences. Two thirds of these words occurred only once and were rejected as being too infrequent to be good candidates for incidental learning. After deleting these, 75 items remained. Two of the words, furmity and skimmity, were highly unusual. This made them excellent, nadsat-like candidates for incidental acquisition as they could not be already known and were very unlikely to be encountered anywhere outside the Hardy novel. However, most of the words turned out to be far more common items, e.g. dusk and harvest. 

It became clear that any sizable list of targets would have to include words that some participants would probably know already. Eight of the words occurred seven or more times in the text and all of these were included as targets. A further 37 items were chosen at random from the other frequency levels so that middle and low frequency levels were also represented and there was a range of opportunities for the hypothesized frequency factor to act. In the final 45-word list of targets (shown in Table 4.6), text frequencies ranged from 2 to 17 occurrences. There were disappointingly few (only five) words which occurred the ten or more times thought to be needed for a word to be acquired incidentally by L1 readers (Jenkins et al., 1984; Saragi et al., 1978).Wodinsky and Nation (1988) report a similar dearth of often recycled words in their analyses of simplified novels. So even simplified texts where considerable redundancy might be expected (since the range of vocabulary the writer may use is constrained) appear to offer limited learning opportunities.

Two tests of knowledge of the items were prepared. One was a 45-item multiple-choice instrument which required participants to recognize a correct definition for each word. The rationale for using a multiple-choice test was to be able to make comparisons with the earlier research, which used this test format extensively; it was also easy to administer and mark. 

Each question had four plausible answer options. To ensure that the options would be readily understood, the wording of the options was checked against a computerized list of the 2000 most frequent words of English (Cobb, 1994); any language beyond this level was rewritten. Each question contained one distractor that was the definition of another word that resembled the target. For example, the second distractor in the first question shown in Table 4.1, "confident feeling", is a definition of courage, which bears a formal resemblance to carriage. This was done because learners of Arabic L1 background have been observed to confuse words that have consonants in common (Ryan and Meara, 1991). Presumably then, a correct answer to the question would reflect accurate recognition of the formal features of the target word — both its consonants and vowels. The entire test can be seen in Appendix C.

Thinking through questions like the ones above requires the reader to do considerable amounts of L1 and L2 processing. Work by Kroll & De Groot (1997) suggests that when advanced L2 learners see the form of an L2 word they know, e.g. carriage, they are able to immediately access the mental representation of its meaning, but less advanced learners (like our Omani participants) are more likely to process words via the L1. Thus a participant who knew carriage would probably first access the Arabic form 'aribiya (which means horse-drawn vehicle) and then the conceptual representation. Presumably, the concept would be then held in memory while each multiple-choice answer option was processed via Arabic in this same way until the correct meaning match was eventually made between the English word and its definition. But despite the complex processing required, it is clear that multiple-choice questions are limited in that they test ability to recognize definitions that have already been provided. 

Table 4.1
Sample test questions, two types

	Circle the letter of the correct meaning:



	1. carriage

A. you ride in it

B. confident feeling

C. fight, argument

D. diary, notebook

2. companion

A. business

B. music program

C. you put clothes in it

D. friend




An additional way of testing that could indicate changes in ability to use new word knowledge seemed desirable in that it would provide a more complete picture of the kind of knowledge that might result from incidental processes. Yet the test task could not be too demanding. For instance, producing a series of written retellings as Neuman and Koskinen's (1992) participants did would be difficult for these low-proficiency learners. 

It was decided to devise a word-association test based on a model developed by Read (1993) and modified by Vives (1995). The test items required participants to make a meaning link between two words by rejecting a third odd word out. For example, in the first question shown in Table 4.2, sorrow and suffering have some conceptual ground in common but stare does not belong in the set. Answering this question correctly requires the testee to actively search for a meaning link between target words, without prompting from a ready-made definition. Another point of difference is that unlike multiple-choice questions, odd-word-out items do not require full definitional knowledge. It is useful to know that sorrow and suffering are both associated with pain and sadness but this is not necessary; it is quite enough to know that both have negative meanings. However, the key difference is that testees must actively make a link as opposed to merely recognizing one. Associations between 36 target words were tested in sets of three on this measure. Three native speakers of English were found to concur completely on the words that did not belong in the sets. The entire test appears in Appendix C.

Table 4.2 

Sample test questions: Odd-word-out type

Circle the one does not belong:

	1.
	sorrow

suffering

stare
	2.
	carriage 

flame  

procession
	3.
	affair

folk

relative


2.1.3 Procedure

The two measures were administered as a pretest a week before the reading-aloud sessions commenced. This time lapse allowed targets to become less vivid in memory so that they would not be immediately recognized as testing points when they were encountered in reading the story. Strangely, Ferris (1988) does not provide provides specific information about this crucial timing detail. She states that testing occurred "before" the treatment began — but how long before is unclear.

Another problem that has plagued previous investigations of incidental L2 word learning is uncertainty about amounts of exposure to the experimental treatment. As we noted in the previous chapter, some researchers report that participants failed to finish reading experimental texts (Dupuy & Krashen, 1996; Pitts et al., 1989), and in Brown's (1993) study, amounts of watching video and reading texts are not specified at all. Extra exposure was a problem in the study reported by Ferris (1988); opportunities for additional encounters with the target words in other non-reading classroom activities compromise her finding of an effect for frequent text encounters.

To avoid these problems, the following steps were taken: To ensure that the participants read all 21,232 words of the simplified Mayor of Casterbridge text one time only, they followed along in their books while the entire text was read aloud in class by the teacher. Careful attendance records were kept over the six classroom sessions of an hour each that were needed to complete the book. This means that it is possible to say with confidence that participants were exposed to the entire text. One student who missed three of the sessions and another who missed two were withdrawn from the study. The chances of extra exposure to target words were minimal because access to the book was limited to the in-class reading sessions and the steady pace set by the teacher allowed little opportunity to reread passages.

Shefelbine (1990) notes that when readers follow while a text is read aloud, they can focus on comprehension, and incidental word learning benefits can be assessed in a way that is not confounded by variations in decoding ability. Another important advantage of reading the text aloud was that it precluded opportunities for intentional word learning. The reading focused participants' attention on the events of the story and allowed the text itself (and a few pictures) to function as support for learning new words, but the pace did not allow for looking words up in dictionaries or consulting others. The texts of The Mayor of Casterbridge were distributed to the students at the beginning of each session and collected afterwards, so that few words could be looked up or studied at home. To deal with the considerable pressure to allow dictionary use or explain words during the classroom sessions, the students were told that they could have the books to keep once the story was finished. It was suggested that they could circle any problem words as they occurred and look them up later, and the students seemed satisfied with this compromise. 

They appeared to be absorbed by the story of secret love, dissolution and remorse, and tears were shed for the mayor when he met his lonely death at the end. So to sum up, with the participants motivated and focused on comprehension in their reading and a high degree of experimental control over exposure to the target words in a clearly delineated reading treatment, conditions for examining the contribution of text frequency to incidental vocabulary learning were unusually good.

The same measures used in the pretesting were given as a posttest one day after participants finished reading the text. As noted in Chapter 3, a time lapse at this juncture contributes to making the posttest a valid measure of vocabulary knowledge rather than mere memory for text. Interestingly, participants seemed unaware of any connection between the book and the vocabulary testing. In fact, in a discussion held after the posttest, they were surprised to learn that the tested words had occurred repeatedly in The Mayor of Casterbridge. This response suggests that any word learning that occurred was truly incidental; that is, the testing had not drawn undue attention to the words that had been targeted for learning. 

To examine the effect of the frequency factors, each of the 45 words was assigned a text frequency rating and a general frequency rating based on frequency of the item in the language at large. Text frequency ratings reflected the number of times the words appeared in The Mayor of Casterbridge. Words that shared a base form (e.g. sorrowing, sorrows and sorrowful) were treated as three occurrences of the same lemma in this analysis. Text frequencies ranged from 2 to 17 occurrences with a mean frequency of 5.8 occurrences (SD = 3.24) A general frequency rating was assigned on the basis of the number of times the word appeared in the 1,014,000-word Brown University corpus of English texts, (Francis & Kucera, 1982). General frequencies ranged from less than one occurrence (furmity, skimmity) to 307 occurrences (effect) with a mean overall frequency of 51.16 (SD = 55.66) per million words of English. Text and general frequency ratings for the 45 targets are shown in Table 4.6.

We assigned a learning gain score to each word on the basis of pre-post test differences. We assumed that some learning of an item had occurred if more participants could identify its meaning on the multiple-choice posttest than had been able to on the pretest. To answer the research questions about the effects of general and text frequency on word learning, we entered the learning gain scores as the dependent variable in a multiple regression analyze. Independent variables were general frequency ratings of the targets based on the Brown corpus and the number of times the targets had occurred in The Mayor of Casterbridge. 

2.2 Results

2.2.1 Did the learners acquire new vocabulary?

Before considering the influence of the frequency factors, we need to establish whether vocabulary gains actually occurred as a result of reading The Mayor of Casterbridge. The pretest group mean of 21.64 (SD = 6.45) on the multiple-choice measure indicated that almost half of the 45 target words were already known in the group. In other words, although individuals differed with respect to which items they already knew and how many, in the group as a whole, an average of about 23 words remained available for possible incidental acquisition. This figure clearly defines the amount of growth that could occur as a result of reading the text.

Given the history of small findings and low pick-up rates, a mean learning gain of one or two of the 23 words might be expected (Day et al., 1991; Hulstijn, 1992; Pitts et al., 1989). However, as shown in Table 4.3,  the post-test average was found to be 26.26 words, indicating a mean gain of about five new items (26.26 - 21.64 = 4.62) with considerable variance (SD = 4.08). A t-test for paired samples showed that this pre-post test difference was significantly greater than chance. The mean gain of about five words represents a 22% increase (5 ÷ 23 = 0.22); in other words, there was an average pick-up rate of about 1 new word in every 5 — much higher than the 1-in-15 chances in the study by Day et al. (1991) where targets only occurred once. The word learning gain of five items is small but on the same order of magnitude as the seven-word gain in the study reported by Ferris (1988) where more advanced learners read a longer text. Participants appear to have picked up words incidentally at about the same rate as those in the experiment by Ferris. In that study, the mean number of targets not already known to these participants was 34, so the seven-word gain represents a pick-up rate of 21% (7 ÷ 34 = .21) or about 1 word in 5. 

Table 4.3

Word knowledge results: 45-item multiple choice test (n = 34)

	
	Pretest
	Posttest
	Mean gain

	M 
	21.64
	26.26 
	4.62 

	SD
	6.45
	6.43  
	4.08



t(33) = 5.81. p < .05. 

Performance on the word-association test also indicated significant gains. On the pretest, the mean score on this 12-question measure was 5.53 (SD = 2.22). The post-test figure was 6.71 (SD = 2.22), which indicates a gain of 1.18 (see Table 4.4). In fact, this fairly modest difference is more substantial than it appears since each test question reflects knowledge of three of the targeted Mayor of Casterbridge words. 

Table 4.4

Word knowledge results: 12-item word association test (n=34)

	
	Pretest
	Posttest
	Mean gain

	M
	5.53

	6.71

	1.18  

	SD    
	2.22
	2.22 
	2.33 



t(33) = 2.95. p < .05.

Performance on the two measures clearly indicates that participants learned new vocabulary. The fact that gains were found using two different kinds of measure inspires confidence in the growth result. The gains must be attributed to incidental processes as participants read and listened to The Mayor of Casterbridge, because the duration of the experiment was too short (ten days) for there to have been much opportunity for the subjects to encounter the targets elsewhere. By contrast, subjects in Ferris's (1988) experiment read the text over a long period (12 weeks) and may have had many opportunities re-encounter the targets and learn them in the English- speaking environment. These Omani participants had little contact with English outside of class, and other word learning activities in their course focused on words that had been systematically excluded from the list of targets, so the chances of much exposure to the words in other sources seem very small. 

2.2.2 What was the role of frequent encounters? 

To examine the learning effects of meeting new words often — in the reading treatment and in the English language  — we used a multiple regression procedure to analyze the growth data. We entered gains (pre-post differences in multiple-choice test scores) as the dependent variable. Independent variables were ratings for occurrences of targets in The Mayor of Casterbridge and their overall frequency in English. Because we were interested to see which of the two factors was the stronger predictor of the learners' vocabulary growth, we used a stepwise procedure to identify the greater source of variance. 

Results of the regression analysis indicated that the number of times readers encountered words in the text was the better predictor of their incidental learning gains. The correlation between text frequency and word learning gains was .44 (p < .01). Thus the number of opportunities to meet a new word in context was found to account for about a fifth of the variance in learning outcomes (r2 = .19). The contribution of general frequency was not significant. These findings are shown in Table 4.5

Table 4.5
Correlations of two frequency factors and incidental vocabulary gains (n = 34)

	Text frequency
	r = 0.437
	r2 = 0.191
	p = 0.003

	General frequency
	r = 0.075
	r2 = 0.005
	p = 0.625


These results are consistent with Ferris’s (1988) study of L2 reading; she also found evidence of a positive association between the frequency of text exposure but no significant effect for general frequency. The correlation between text exposures and learning gains here (r = .44) is higher than that found in the experiment by Ferris (r = .32) where other non-text exposures to targets may have obscured the effects of text frequency. These results clearly confirm that L2 learners profit from multiple reading exposures to new words and are more likely to learn them if they occur often, though it also clear that other factors affect learning. 

Although the results indicate that general frequency did not influence word learning results, the idea of a long-term effect for general exposure is hard to discount. Perhaps any saliency targets may have had as a result of previous encounters in the broader linguistic environment were obscured in this experiment that tested an intensive ten-day reading experience. It is interesting to note that the one L2 experiment that found an effect for general exposure (Brown, 1993) involved learners with continued exposure to the L2 environment over a two-month period of time.

The words tested in the experiment and learning results are shown in order of text frequency in Table 4.6. The first column of figures shows the number of times each word appeared in The Mayor of Casterbridge while the second indicates overall frequencies in English based on occurrence per million words (Francis & Kucera, 1982).The next two columns show numbers of participants who recognized the correct definition of a word on the multiple-choice pre- and posttests. The pre-post differences appear in the last column. 

Table 4.6

Text frequencies, general frequencies and pre-post results by word (n = 45)
	
	Text 

frequency
	General

frequency
	Pretest
	Posttest
	Gain

	ma’am
	17
	2
	25
	34
	9

	hay
	17
	19
	16
	22
	6

	furmity
	12
	0
	5
	16
	11

	wheat
	12
	9
	25
	30
	5

	whisper
	11
	31
	19
	24
	5

	trade
	8
	138
	23
	29
	6

	grain
	7
	47
	13
	17
	4

	witness
	7
	40
	13
	16
	3

	skimmity
	6
	0
	5
	10
	5

	stare
	6
	95
	14
	18
	4

	maid
	6
	44
	13
	17
	4

	burst
	6
	37
	11
	15
	4

	entirely
	6
	30
	10
	13
	3

	dusk
	6
	9
	6
	9
	3

	treat (v.)
	6
	122
	20
	21
	1

	relative (n)
	6
	23
	32
	33
	1

	magistrate
	5
	6
	11
	23
	12

	awkward
	5
	11
	13
	21
	8

	sorrow
	5
	11
	17
	25
	8

	suffering
	5
	110
	19
	26
	7

	attempt
	5
	102
	9
	16
	7

	lean (v.)
	5
	61
	9
	15
	6

	affair
	5
	117
	10
	14
	4

	grave
	5
	20
	29
	33
	4

	folk
	5
	53
	12
	15
	3

	inquire
	5
	28
	16
	17
	1

	willing
	5
	70
	10
	9
	-1

	confuse
	5
	52
	30
	29
	-1

	procession
	5
	5
	6
	4
	-2

	harvest
	5
	12
	12
	10
	-2

	widow
	4
	27
	22
	29
	7

	carriage
	4
	17
	22
	26
	4

	dull
	4
	27
	14
	17
	3

	cheek
	4
	33
	25
	27
	2

	ancient
	4
	68
	26
	28
	2

	wealth
	4
	22
	31
	32
	1

	weary
	4
	17
	8
	9
	1

	fellow
	4
	90
	18
	18
	0

	image
	4
	156
	10
	9
	-1

	effect
	3
	307
	11
	17
	6

	companion
	3
	27
	15
	19
	4

	swear
	3
	33
	17
	20
	3

	flame
	3
	27
	14
	16
	2

	expression
	2
	94
	18
	19
	1

	root
	2
	53
	26
	23
	-3

	
	
	
	
	
	


Substantial increases occur reliably on the six items that appeared eight times or more in the text. That is, at least five more participants identified correct definitions of these six items on the posttest than had done so on the pretest. But with fewer than eight repetitions, pre-post gains vary widely. The variation in the learning results for words that were repeated five times are particularly striking. Words like magistrate and sorrow show large increases while others like procession and harvest show negative results. The negative gain figures reflect small pre-post differences, and may not be very meaningful given the role for guesswork in the data, although it is also possible that the learners forgot or unlearned targets. 

Large numbers of exposures to target words coincided with large increases in the number of students who recognized their meanings in the cases of furmity (12 occurrences, 11 more learners) and ma'am  (17 occurrences, 9 more learners). But the word that turns out to have been the most learned item in the experiment was magistrate, a word that occurred in the text only five times. Twelve more participants correctly identified its meaning on the posttest than had done so on the pretest. Perhaps magistrate  was memorable because of its resemblance to the Arabic word maglis (council). Also, analysis of the 13 illustrations in the text revealed that there was a picture of a court scene featuring a magistrate opposite the page in which this item occurred. This may have contributed to making it more learnable, much as Elley (1989) found with storybook pictures and Neuman and Koskinen (1992) with video images. Strong performance on magistrate does not argue against the main text frequency finding; the presence of picture support simply suggests an alternate explanation. 

The least learned word in the experiment appears to be root. Test results indicate that this item was less well known in the group after reading the text than it was before, with three fewer students identifying it correctly on the posttest than on the pretest. It seems likely that this negative score reflects inaccuracies associated with multiple-choice testing, but since root appears in the text only twice, the poor result is consistent with the idea that fewer encounters will result in fewer instances of learning. It is also possible that this item was actually unlearned as a result of reading. The word root was used in The Mayor of Casterbridge and on the tests as a term for foods like carrots and turnips, rather than in the more conventional sense of the underground part of a plant. This may have caused some confusion. 

The lack of a facilitating effect for general frequency in English is readily apparent in the cases of furmity (a kind of porridge) and skimmity (a public humiliation of adulterers). Both of these items are extremely rare in English, yet pre-posttest differences indicate that furmity was one of the most learned words in the experiment. Skimmity also fared rather well with five more learners in the group able to identify its meaning on the posttest. On the other hand, knowledge of common words like image and treat did not increase as a result of additional encounters in The Mayor of Casterbridge. The most common target word in the experiment was effect, which occurs in the Brown corpus more than 300 times per million running words. It is far more frequent than any other item in the experiment, yet results indicate that six more learners in the group were able to identify its meaning on the posttest — a substantial but hardly remarkable gain.

2.3 Discussion 

2.3.1 Text frequency

This study succeeded in identifying text frequency as a predictor of L2 vocabulary gains achieved through comprehension-focused reading of an L2 text. Multiple encounters with words in context appear to have worked together for a learning effect, regardless of how informative particular contexts may have been for the L2 participants. And, since pre-posttest differences indicate that all but two of the 34 participants registered vocabulary learning gains, we can conclude that the benefits of encountering new L2 words frequently were more or less available to all. 

The text frequency finding is a confirmation of the work by Ferris (1988) that provided the model for this experiment, but this study improved on hers in a number of crucial ways: There was a definite interval between the pretesting and the onset of the reading treatment so that participants' awareness of the words targeted for learning was minimal. Care was taken to ensure that participants were exposed to all of the reading treatment with few opportunities for additional exposures. Thus we can feel confident that the source of the learners' incidental vocabulary gains was their experience of reading the text.

The finding of a sizable learning gain for the six words that were repeated eight times or more is broadly consistent with the study of L1 readers by Saragi et al. (1978) that associated ten or more exposures with word learning success for 80% of the participants. However if we consider the extent of the gains in our study, pre-posttest scores indicate that eight or more exposures to a target are associated with gains for about half of group who did not already know the word. Only one word (ma'am) was learned by all the participants who did not know it. But even though there were few instances of words that occurred eight or more times in the study and gains on these few items were not universal, the results suggest that more repetitions of more words would have been very useful to these low-proficiency learners as they read simplified novels in English. 

2.3.2 Incidental vocabulary learning 

In addition to establishing the role of text frequency, the experiment reported in this chapter makes a stronger case for acquiring new vocabulary incidentally than previous L2 studies. Methodological improvements inspire confidence in the findings which are substantial. Specifically, learners who read a full-length book recognized the meanings of new words at a higher rate than in earlier studies with shorter texts, and they were shown to have built associations between new words as well. Unlike the same-day findings of earlier experiments, these vocabulary learning results represent knowledge that accumulated and persisted over a period of ten days. It seems likely that other vocabulary learning benefits accrued. For instance, a number of untested words were probably also learned (or partially learned) through exposure to The Mayor of Casterbridge.

However, we must also recognize that the outcomes were limited. The participants read a whole 21,000-word book and managed to recognize meanings of an average of only five new words and to make new associations between just three. Also, even with items that occurred eight times or more, increases in ability to recognize a correct definition in a multiple-choice format after reading the text occurred in only half of cases where increases were possible. In other words, encountering a target often did not guarantee that a learner who did not know the word would learn it.  

If we apply the pick-up rate established in this study to larger amounts of reading, the limitations of extensive reading become clear. If participants like the students we investigated read a simplified novel every week for a year (a possible but unlikely scenario), at the rate of five new words per novel, annual gain would amount to only 260 words (52 novels x 5 words = 260). At this rate, it would take many years to acquire incidentally the 5,000 words most frequent word families of English, a figure which has been proposed as the minimum knowledge base needed for learners of English to be able to infer the meanings of new words they encounter in normal, unsimplified texts (Hirsh & Nation 1993, Laufer, 1989; 1992). There are problems with this hypothetical scenario — one is that the pick-up rate per book would decrease as learners acquire more vocabulary and fewer words remain to be acquired. But the point is clear: Incidental acquisition was not really a very effective way for the learners we investigated to expand their L2 lexicons. 

3. Questions for further investigation

These small learning outcomes raise the question of what we might do to make extensive reading a more productive word learning experience for L2 learners like the students we investigated. The finding that frequent encounters with words played a significant role in explaining their incidental vocabulary gains suggests a straightforward pedagogical solution: find texts that offer learners many exposures to many new words in context. There were clearly exceptions to the generalization that more encounters led to more growth, but there was a definite tendency for items that occurred often to be acquired by more of the participants. This suggests that texts that recycle more words more often would be useful to L2 learners for the purposes of incidental vocabulary acquisition.

The fact that so few items were recycled in the experimental text may help explain why learning outcomes were so small. The simplified novel simply did not offer the participants many opportunities to profit from frequent exposures, as it did not recycle many words that the learners would probably not already know. We used all the candidate words with high text frequencies that occurred in The Mayor of Casterbridge in our experiment, but the text simply did not repeat any other unusual words eight or more times. Wodinsky and Nation (1988) found a similar lack of repetitions in their analysis of simplified novels. Thus the type of reading treatment we used in this experiment seems to have not have been optimal for promoting incidental vocabulary growth. This points to the importance of identifying other types of texts that do offer more repetitions of words. 

Kyongho and Nation (1989) have suggested that reading a set of shorter texts on the same topic can solve the problem of the few repeated encounters on offer in single long stretches of text. This might offer the added advantage of presenting new words in a greater variety of contexts. Perhaps the reason that a much repeated word like grain (seven exposures) was not learned by many (only four testees) in our study was because it always appeared in rather similar situations. Shorter passages from different sources might do a better job of providing a rich variety of contexts, and be more conducive to incidental word learning. An additional solution to the problem of few recycled words might be to use frequency analysis tools to identify words that already recur in texts. Then additional repetitions could be written in, not so many that the integrity of the text is destroyed, but enough to make more words learnable. Whether this would have incidental vocabulary learning benefits for learners remains to be explored. Certainly, the experimental case for text frequency would be strengthened if we could show reliable learning effects across a larger number of frequently repeated target items than was available in The Mayor of Casterbridge. 

These are issues we will address in the next chapter.
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